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Statistical Methods in  
Lexical Semantics 



Lexical Semantics 

•  Is the meaning of a word intrinsic to the word? 
– Is it locally contained in the word? 
– Is it compositionally derived from its morphology? 



“You shall know a word by the 
company it keeps.” 

     - J. R. Firth 
   A Synopsis of Linguistic Theory, 1957 



Distributional Similarity Hypothesis 

 words that occur in the same contexts 
 tend to have similar meanings 

     - Harris, Zelig (1954) 
Distributional structure. Word, 10(23): 146-162 



The hypothesis in action 

• Consider the following sentences: 
A bottle of tezgüno is on the table. 
Everyone likes tezgüno. 
Tezgüno makes you drunk. 
We make tezgüno out of corn. 

• What does tezgüno likely mean? 
• Let’s try another (Gropen et al 1989) 

 Sue had wanted the deed to the house for twenty 
years. After Bob finally tonked the house to Sue, 
she tonked Francis her duplex. 



Uses of the Hypothesis 

• Linguistics: 
– Information theory and a theory of language 

• Psycholinguistics 
– understanding word meaning acquisition  
– language learning: similarity-based generalization 

• Computational linguistics 
– empirical modeling of word meaning 
– data sparsity compression 

• applications to information retrieval 



Modeling the 
Distributional Hypothesis 

• Represent a word w by its grammatical 
contexts or a window of nearest words 
– Each context (or nearest word) is referred to as a 

feature of w 
– The set of all features of w is referred to as the 

feature vector for w 

• Compare the feature vectors of two words 
w1 and w2 using a vector similarity measure 

• Semantically similar words, by the DH, should 
share similar feature vectors 



Where do features come from? 

• Use surface word order information 
– words preceding/following 
“John found a solution to the problem” 

• (-1|John) 
• (+1|a) 

• Use linguistic information  
– e.g. a parser → extract syntactic contexts relating 

words in a large corpus of unlabelled text 
• (V:subj:N|John) 
• (V:obj:N|solution) 



Using syntax 

•  features for find 
– (V:subj:N|John) 
– (V:obj:N|solution) 

• Features for John 
– (-V:subj:N|find) 
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Measurements of Features 

• Raw Frequency 
• TF*IDF (Term Freq* Inverse Document Freq) 

– elevates more discriminating/rare words 

• Mutual Information 
– How much one variable tells us about another 
– Reduction in uncertainty in one variable given 

another 

• Log Likelihood 
– Measure unusually rare/frequent words as 

compared to expectation 



Constructing a Vector 

• Bag of words approach: one measurement per 
feature possibly associated with a term 

• Set of words approach: binary 
– 1 if the feature applies to the term 
– 0 otherwise 

• Building a matrix 
– Combine feature vectors for each term 

• Columns = (potential) features 
• Rows = terms 



Context Matrix (one column) 
term Degree(-V:obj:N) 

earn 371 7.0528  

have 336 3.61231 

receive 234 5.48029  

get 199 4.293 

hold 103 4.46028 

obtain 59 5.5881  

pursue 51 5.7867 

complete 38 4.5451 

offer 34 3.71229 

finish 33 4.56256 

require 31 4.0958 

confer 21 7.88787  

achieve 21 4.77196 

need 20 2.96236 

award 16 4.60602 

show 16 2.91462 

take 16 1.62973 
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(Pointwise) Mutual Information 

• Extract the mi of each element-feature pair 
– Cef is the frequency count of element e and 

feature f, N is the total frequency count of all 
features of all elements 
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Measures of 
Vector Similarity 

• Many to choose from 
– For low-d data: euclidean or manhattan distance 
– For binary data, with corresponding formula for 

numeric data 
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Cosine 

• Similarity = cosine of the angle between the 
feature vectors of two words 
– Cosine is often a good choice for language data because 

it is less sensitive to 0s than other measures 
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Matrices and  
Dimensionality Reduction 

• Word-Context matrix 
– very sparse (lots of zeros) 
– want to “smooth” the data 

• Apply dimensionality reduction techniques 
– Singular value decomposition: project high-

dimensional data onto a lower dimensional space 
– Might be familiar from IR as Latent Semantic 

Analysis 
– Essentially: merge very similar columns and rows 



Applications 

• Thesaurus generation / word clustering 
• Document clustering 
• Paraphrase extraction 
• Word sense disambiguation 
• Word sense induction 
• Semantic hierarchy construction 
• … 



Word Sense Induction 

• Different senses of a word are mixed up in the 
vector space model 

• We can apply clustering to try to sort them 
out 
– Group data such that intra-group similarities are 

high, and inter-group similarities are low 
– Many different clustering approaches can be used 

• Basic approach: Cluster based on similarity, 
remove commonalities with centroid, then 
cluster residual vector 



Paraphrase 

• Extended distributional hypothesis: 
If two paths tend to occur in similar contexts, the 

meaning of the two paths tend to be similar. 

– “path” means abstracted dependency path, with 
slots and “context” fillers 

They had previously bought bighorn sheep from Comstock. 
• X buys Y, X buys something from Y, X buys sheep 
• Inverse paths: sheep are bought from Y, X is bought 

from Y 



Coordination resolution 

• Take advantage of knowledge of semantically 
similar conjuncts to resolve ambiguous 
coordination constructs 

– prefer parses with conjuncts which are 
semantically close 



Semantic hierarchy 
construction 

• Distributional Generality Hypothesis 
 semantic generality of terms, as represented by 
hierarchical relations among them, can be determined 
from the analysis of their shared linguistic contexts 
– more general terms can appear in more contexts 
– reflect multiplicity of contexts in hierarchical 

relations 
– consider verbs and their arguments 
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