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1.1 Natural language processing

This article is about language processing by computers. For the processing of language by the human brain, see
Language processing in the brain.

Natural language processing is a field of computer science, artificial intelligence, and computational linguistics
concerned with the interactions between computers and human (natural) languages. As such, NLP is related to the
area of human–computer interaction. Many challenges in NLP involve: natural language understanding, enabling
computers to derive meaning from human or natural language input; and others involve natural language generation.

1.1.1 History

Main article: History of natural language processing

The history of NLP generally starts in the 1950s, although work can be found from earlier periods. In 1950, Alan
Turing published an article titled "Computing Machinery and Intelligence" which proposed what is now called the
Turing test as a criterion of intelligence.
The Georgetown experiment in 1954 involved fully automatic translation of more than sixty Russian sentences into
English. The authors claimed that within three or five years, machine translation would be a solved problem.[2]
However, real progress was much slower, and after the ALPAC report in 1966, which found that ten-year-long
research had failed to fulfill the expectations, funding for machine translation was dramatically reduced. Little further
research in machine translation was conducted until the late 1980s, when the first statistical machine translation
systems were developed.
Some notably successful NLP systems developed in the 1960s were SHRDLU, a natural language system working
in restricted "blocks worlds" with restricted vocabularies, and ELIZA, a simulation of a Rogerian psychotherapist,
written by Joseph Weizenbaum between 1964 and 1966. Using almost no information about human thought or
emotion, ELIZA sometimes provided a startlingly human-like interaction. When the “patient” exceeded the very
small knowledge base, ELIZA might provide a generic response, for example, responding to “My head hurts” with
“Why do you say your head hurts?".
During the 1970s many programmers began to write “conceptual ontologies”, which structured real-world informa-
tion into computer-understandable data. Examples are MARGIE (Schank, 1975), SAM (Cullingford, 1978), PAM
(Wilensky, 1978), TaleSpin (Meehan, 1976), QUALM (Lehnert, 1977), Politics (Carbonell, 1979), and Plot Units
(Lehnert 1981). During this time, many chatterbots were written including PARRY, Racter, and Jabberwacky.
Up to the 1980s, most NLP systems were based on complex sets of hand-written rules. Starting in the late 1980s,
however, there was a revolution in NLP with the introduction of machine learning algorithms for language processing.
This was due to both the steady increase in computational power (see Moore’s Law) and the gradual lessening of the
dominance of Chomskyan theories of linguistics (e.g. transformational grammar), whose theoretical underpinnings
discouraged the sort of corpus linguistics that underlies the machine-learning approach to language processing.[3]
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An automated online assistant providing customer service on a web page, an example of an application where natural language
processing is a major component.[1]

Some of the earliest-used machine learning algorithms, such as decision trees, produced systems of hard if-then rules
similar to existing hand-written rules. However, part-of-speech tagging introduced the use of hidden Markov models
to NLP, and increasingly, research has focused on statistical models, which make soft, probabilistic decisions based
on attaching real-valued weights to the features making up the input data. The cache language models upon which
many speech recognition systems now rely are examples of such statistical models. Such models are generally more
robust when given unfamiliar input, especially input that contains errors (as is very common for real-world data), and
produce more reliable results when integrated into a larger system comprising multiple subtasks.
Many of the notable early successes occurred in the field of machine translation, due especially to work at IBM Re-
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search, where successively more complicated statistical models were developed. These systems were able to take
advantage of existing multilingual textual corpora that had been produced by the Parliament of Canada and the
European Union as a result of laws calling for the translation of all governmental proceedings into all official lan-
guages of the corresponding systems of government. However, most other systems depended on corpora specifically
developed for the tasks implemented by these systems, which was (and often continues to be) a major limitation in
the success of these systems. As a result, a great deal of research has gone into methods of more effectively learning
from limited amounts of data.
Recent research has increasingly focused on unsupervised and semi-supervised learning algorithms. Such algorithms
are able to learn from data that has not been hand-annotated with the desired answers, or using a combination of
annotated and non-annotated data. Generally, this task is much more difficult than supervised learning, and typically
produces less accurate results for a given amount of input data. However, there is an enormous amount of non-
annotated data available (including, among other things, the entire content of the World Wide Web), which can often
make up for the inferior results.

1.1.2 Using machine learning

‹See Tfd›
Modern NLP algorithms are based on machine learning, especially statistical machine learning. The paradigm of
machine learning is different from that of most prior attempts at language processing. Prior implementations of
language-processing tasks typically involved the direct hand coding of large sets of rules. The machine-learning
paradigm calls instead for using general learning algorithms — often, although not always, grounded in statistical
inference — to automatically learn such rules through the analysis of large corpora of typical real-world examples. A
corpus (plural, “corpora”) is a set of documents (or sometimes, individual sentences) that have been hand-annotated
with the correct values to be learned.
Many different classes of machine learning algorithms have been applied to NLP tasks. These algorithms take as
input a large set of “features” that are generated from the input data. Some of the earliest-used algorithms, such as
decision trees, produced systems of hard if-then rules similar to the systems of hand-written rules that were then
common. Increasingly, however, research has focused on statistical models, which make soft, probabilistic decisions
based on attaching real-valued weights to each input feature. Such models have the advantage that they can express
the relative certainty of many different possible answers rather than only one, producing more reliable results when
such a model is included as a component of a larger system.
Systems based on machine-learning algorithms have many advantages over hand-produced rules:

• The learning procedures used during machine learning automatically focus on the most common cases, whereas
when writing rules by hand it is often not at all obvious where the effort should be directed.

• Automatic learning procedures can make use of statistical inference algorithms to produce models that are
robust to unfamiliar input (e.g. containing words or structures that have not been seen before) and to erroneous
input (e.g. with misspelled words or words accidentally omitted). Generally, handling such input gracefully
with hand-written rules — or more generally, creating systems of hand-written rules that make soft decisions
— is extremely difficult, error-prone and time-consuming.

• Systems based on automatically learning the rules can be made more accurate simply by supplying more in-
put data. However, systems based on hand-written rules can only be made more accurate by increasing the
complexity of the rules, which is a much more difficult task. In particular, there is a limit to the complexity
of systems based on hand-crafted rules, beyond which the systems become more and more unmanageable.
However, creating more data to input to machine-learning systems simply requires a corresponding increase in
the number of man-hours worked, generally without significant increases in the complexity of the annotation
process.

The subfield of NLP devoted to learning approaches is known as natural language learning (NLL) and its confer-
ence CoNLL[4] and peak body SIGNLL[5] are sponsored by ACL, recognizing also their links with computational
linguistics and Language Acquisition. When the aim of computational language learning research is to understand
more about human language acquisition, or psycholinguistics, NLL overlaps into the related field of computational
psycholinguistics.
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1.1.3 Major tasks

The following is a list of some of the most commonly researched tasks in NLP. Note that some of these tasks have
direct real-world applications, while others more commonly serve as subtasks that are used to aid in solving larger
tasks. What distinguishes these tasks from other potential and actual NLP tasks is not only the volume of research
devoted to them but the fact that for each one there is typically a well-defined problem setting, a standard metric for
evaluating the task, standard corpora on which the task can be evaluated, and competitions devoted to the specific
task.

Automatic summarization Produce a readable summary of a chunk of text. Often used to provide summaries of
text of a known type, such as articles in the financial section of a newspaper.

Coreference resolution Given a sentence or larger chunk of text, determine which words (“mentions”) refer to the
same objects (“entities”). Anaphora resolution is a specific example of this task, and is specifically concerned
with matching up pronouns with the nouns or names to which they refer. The more general task of coreference
resolution also includes identifying so-called “bridging relationships” involving referring expressions. For ex-
ample, in a sentence such as “He entered John’s house through the front door”, “the front door” is a referring
expression and the bridging relationship to be identified is the fact that the door being referred to is the front
door of John’s house (rather than of some other structure that might also be referred to).

Discourse analysis This rubric includes a number of related tasks. One task is identifying the discourse structure of
connected text, i.e. the nature of the discourse relationships between sentences (e.g. elaboration, explanation,
contrast). Another possible task is recognizing and classifying the speech acts in a chunk of text (e.g. yes-no
question, content question, statement, assertion, etc.).

Machine translation Automatically translate text from one human language to another. This is one of the most
difficult problems, and is a member of a class of problems colloquially termed "AI-complete", i.e. requiring
all of the different types of knowledge that humans possess (grammar, semantics, facts about the real world,
etc.) in order to solve properly.

Morphological segmentation Separate words into individual morphemes and identify the class of the morphemes.
The difficulty of this task depends greatly on the complexity of the morphology (i.e. the structure of words) of
the language being considered. English has fairly simple morphology, especially inflectional morphology, and
thus it is often possible to ignore this task entirely and simply model all possible forms of a word (e.g. “open,
opens, opened, opening”) as separate words. In languages such as Turkish or Meitei,[6] a highly agglutinated
Indian language, however, such an approach is not possible, as each dictionary entry has thousands of possible
word forms.

Named entity recognition (NER) Given a stream of text, determine which items in the text map to proper names,
such as people or places, and what the type of each such name is (e.g. person, location, organization). Note
that, although capitalization can aid in recognizing named entities in languages such as English, this information
cannot aid in determining the type of named entity, and in any case is often inaccurate or insufficient. For
example, the first word of a sentence is also capitalized, and named entities often span several words, only
some of which are capitalized. Furthermore, many other languages in non-Western scripts (e.g. Chinese or
Arabic) do not have any capitalization at all, and even languages with capitalization may not consistently use it
to distinguish names. For example, German capitalizes all nouns, regardless of whether they refer to names,
and French and Spanish do not capitalize names that serve as adjectives.

Natural language generation Convert information from computer databases or semantic intents into readable hu-
man language.

Natural language understanding Convert chunks of text into more formal representations such as first-order logic
structures that are easier for computer programs to manipulate. Natural language understanding involves the
identification of the intended semantic from the multiple possible semantics which can be derived from a
natural language expression which usually takes the form of organized notations of natural languages concepts.
Introduction and creation of language metamodel and ontology are efficient however empirical solutions. An
explicit formalization of natural languages semantics without confusions with implicit assumptions such as
closed-world assumption (CWA) vs. open-world assumption, or subjective Yes/No vs. objective True/False is
expected for the construction of a basis of semantics formalization.[7]

Optical character recognition (OCR) Given an image representing printed text, determine the corresponding text.
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Part-of-speech tagging Given a sentence, determine the part of speech for each word. Many words, especially
common ones, can serve as multiple parts of speech. For example, “book” can be a noun (“the book on the
table”) or verb (“to book a flight”); “set” can be a noun, verb or adjective; and “out” can be any of at least
five different parts of speech. Some languages have more such ambiguity than others. Languages with little
inflectional morphology, such as English are particularly prone to such ambiguity. Chinese is prone to such
ambiguity because it is a tonal language during verbalization. Such inflection is not readily conveyed via the
entities employed within the orthography to convey intended meaning.

Parsing Determine the parse tree (grammatical analysis) of a given sentence. The grammar for natural languages
is ambiguous and typical sentences have multiple possible analyses. In fact, perhaps surprisingly, for a typical
sentence there may be thousands of potential parses (most of which will seem completely nonsensical to a
human).

Question answering Given a human-language question, determine its answer. Typical questions have a specific right
answer (such as “What is the capital of Canada?"), but sometimes open-ended questions are also considered
(such as “What is the meaning of life?"). Recent works have looked at even more complex questions.[8]

Relationship extraction Given a chunk of text, identify the relationships among named entities (e.g. who is married
to whom).

Sentence breaking (also known as sentence boundary disambiguation)
Given a chunk of text, find the sentence boundaries. Sentence boundaries are often marked by periods or other
punctuation marks, but these same characters can serve other purposes (e.g. marking abbreviations).

Sentiment analysis Extract subjective information usually from a set of documents, often using online reviews to
determine “polarity” about specific objects. It is especially useful for identifying trends of public opinion in the
social media, for the purpose of marketing.

Speech recognition Given a sound clip of a person or people speaking, determine the textual representation of the
speech. This is the opposite of text to speech and is one of the extremely difficult problems colloquially termed
"AI-complete" (see above). In natural speech there are hardly any pauses between successive words, and thus
speech segmentation is a necessary subtask of speech recognition (see below). Note also that in most spoken
languages, the sounds representing successive letters blend into each other in a process termed coarticulation,
so the conversion of the analog signal to discrete characters can be a very difficult process.

Speech segmentation Given a sound clip of a person or people speaking, separate it into words. A subtask of speech
recognition and typically grouped with it.

Topic segmentation and recognition Given a chunk of text, separate it into segments each of which is devoted to
a topic, and identify the topic of the segment.

Word segmentation Separate a chunk of continuous text into separate words. For a language like English, this
is fairly trivial, since words are usually separated by spaces. However, some written languages like Chinese,
Japanese and Thai do not mark word boundaries in such a fashion, and in those languages text segmentation is
a significant task requiring knowledge of the vocabulary and morphology of words in the language.

Word sense disambiguation Many words have more than one meaning; we have to select the meaning which makes
the most sense in context. For this problem, we are typically given a list of words and associated word senses,
e.g. from a dictionary or from an online resource such as WordNet.

In some cases, sets of related tasks are grouped into subfields of NLP that are often considered separately from NLP
as a whole. Examples include:

Information retrieval (IR) This is concernedwith storing, searching and retrieving information. It is a separate field
within computer science (closer to databases), but IR relies on some NLP methods (for example, stemming).
Some current research and applications seek to bridge the gap between IR and NLP.

Information extraction (IE) This is concerned in general with the extraction of semantic information from text.
This covers tasks such as named entity recognition, Coreference resolution, relationship extraction, etc.

Speech processing This covers speech recognition, text-to-speech and related tasks.
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Other tasks include:

• Native-language identification

• Stemming

• Text simplification

• Text-to-speech

• Text-proofing

• Natural language search

• Query expansion

• Automated essay scoring

• Truecasing

1.1.4 Statistical

Main article: Stochastic grammar

Statistical natural-language processing uses stochastic, probabilistic, and statistical methods to resolve some of the
difficulties discussed above, especially those which arise because longer sentences are highly ambiguous when pro-
cessed with realistic grammars, yielding thousands or millions of possible analyses. Methods for disambiguation often
involve the use of corpora and Markov models. The ESPRIT Project P26 (1984 - 1988), led by CSELT, explored
the problem of speech recognition comparing knowledge-based approach and statistical ones: the chosen result was
a completely statistical model.[9] One among the first models of statistical natural language understanding was intro-
duced in 1991 by Roberto Pieraccini, Esther Levin, and Chin-Hui Lee from Bell Laboratories.[10] NLP comprises
all quantitative approaches to automated language processing, including probabilistic modeling, information theory,
and linear algebra.[11] The technology for statistical NLP comes mainly from machine learning and data mining, both
of which are fields of artificial intelligence that involve learning from data.

1.1.5 Evaluation

Objectives

The goal of NLP evaluation is to measure one or more qualities of an algorithm or a system, in order to determine:
whether the algorithm answers the goals of its designers, or if the system meets the needs of its users. Research
in NLP evaluation has received considerable attention, because the definition of proper evaluation criteria is one
way to specify precisely an NLP problem. The metric of NLP evaluation on an algorithmic system allows for the
integration of language understanding and language generation. A precise set of evaluation criteria, which include
mainly evaluation data and evaluation metrics can enable several teams to compare their solutions for a given NLP
problem.

Timeline of evaluation

• In 1983, start of Esprit P26 Project, that evaluated Speech Technologies (including general topic such as Syn-
tactic & Semantic Parsing, etc.) comparing rule-based towards statistical approaches.[12]

• In 1987, the first evaluation campaign on written texts seems to be a campaign dedicated to message under-
standing (Pallet 1998).

• The Parseval/GEIG project compared phrase-structure grammars (Black 1991).

• There were series of campaigns within Tipster project on tasks like summarization, translation, and searching
(Hirschman 1998).
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• In 1994, in Germany, the Morpholympics compared German morphological taggers.

• The Senseval & Romanseval campaigns were conducted with the objectives of semantic disambiguation.

• In 1996, the Sparkle campaign compared syntactic parsers in four different languages (English, French, German
and Italian).

• In France, the Grace project compared a set of 21 taggers for French in 1997 (Adda 1999).

• In 2004, during the Technolangue/Easy project, 13 parsers for French were compared.

• Large-scale evaluation of dependency parsers were performed in the context of the CoNLL shared tasks in
2006 and 2007.

• In France, within the ANR-Passage project (end of 2007), 10 parsers for French were compared – passage
web site.

• In Italy, the EVALITA campaign was conducted in 2007,[13] 2009, 2011, and 2014[14] to compare various
NLP and speech tools for Italian – EVALITA web site.

Different types of evaluation

Depending on the evaluation procedures, a number of distinctions are traditionally made in NLP evaluation.

Intrinsic v. extrinsic evaluation Intrinsic evaluation considers an isolated NLP system and characterizes its per-
formance with respect to a gold standard result as defined by the evaluators. Extrinsic evaluation, also called
evaluation in use, considers the NLP system in a more complex setting as either an embedded system or a
precise function for a human user. The extrinsic performance of the system is then characterized in terms of
utility with respect to the overall task of the extraneous system or the human user. For example, consider a
syntactic parser which is based on the output of some part of speech (POS) tagger. An intrinsic evaluation
would run the POS tagger on structured data, and compare the system output of the POS tagger to the gold
standard output. An extrinsic evaluation would run the parser with some other POS tagger, and then with the
novel POS tagger, and compare the parsing accuracy.

Black-box v. glass-box evaluation Black-box evaluation requires someone to run an NLP system on a sample data
set and to measure a number of parameters related to: the quality of the process, such as speed, reliability,
resource consumption; and most importantly, the quality of the result, such as the accuracy of data annotation
or the fidelity of a translation. Glass-box evaluation looks at the: design of the system; the algorithms that
are implemented; the linguistic resources it uses, like vocabulary size or expression set cardinality. Given
the complexity of NLP problems, it is often difficult to predict performance only on the basis of glass-box
evaluation; but this type of evaluation is more informative with respect to error analysis or future developments
of a system.

Automatic v. manual evaluation In many cases, automatic procedures can be defined to evaluate an NLP system
by comparing its output with the gold standard one. Although the cost of reproducing the gold standard can
be quite high, bootstrapping automatic evaluation on the same input data can be repeated as often as needed
without inordinate additional costs. However, for many NLP problems the precise definition of a gold standard
is a complex task and it can prove impossible when inter-annotator agreement is insufficient. Manual evaluation
is best performed by human judges instructed to estimate the quality of a system, or most often of a sample of
its output, based on a number of criteria. Although, thanks to their linguistic competence, human judges can
be considered as the reference for a number of language processing tasks, there is also considerable variation
across their ratings. That is why automatic evaluation is sometimes referred to as objective evaluation while the
human evaluation is perspective.

1.1.6 Standardization

An ISO subcommittee is working in order to ease interoperability between lexical resources and NLP programs. The
subcommittee is part of ISO/TC37 and is called ISO/TC37/SC4. Some ISO standards are already published but most
of them are under construction, mainly on lexicon representation (see LMF), annotation, and data category registry.
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1.1.7 See also

• Biomedical text mining

• Compound term processing

• Computer-assisted reviewing

• Controlled natural language

• Deep linguistic processing

• Foreign language reading aid

• Foreign language writing aid

• Language technology

• Latent Dirichlet allocation (LDA)

• Latent semantic indexing

• List of natural language processing toolkits

• LRE Map

• Natural language programming

• Reification (linguistics)

• Semantic folding

• Spoken dialogue system

• Thought vector

• Transderivational search

• Word2vec
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1.2 Computational linguistics

This article is about the scientific field. For the journal, see Computational Linguistics (journal).

Computational linguistics is an interdisciplinary field concerned with the statistical or rule-based modeling of
natural language from a computational perspective.
Traditionally, computational linguistics was performed by computer scientists who had specialized in the application
of computers to the processing of a natural language. But little if any success was made. Computational linguists
often work as members of interdisciplinary teams, which can include regular linguists, experts in the target language,
and computer scientists. In general, computational linguistics draws upon the involvement of linguists, computer
scientists, experts in artificial intelligence, mathematicians, logicians, philosophers, cognitive scientists, cognitive
psychologists, psycholinguists, anthropologists and neuroscientists, among others.
Computational linguistics has theoretical and applied components. Theoretical computational linguistics focuses on
issues in theoretical linguistics and cognitive science, and applied computational linguistics focuses on the practical
outcome of modeling human language use.[1]

The Association for Computational Linguistics defines computational linguistics as:

...the scientific study of language from a computational perspective. Computational linguists are inter-
ested in providing computational models of various kinds of linguistic phenomena.[2]
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1.2.1 Origins

Computational linguistics is often grouped within the field of artificial intelligence, but actually was present before
the development of artificial intelligence. Computational linguistics originated with efforts in the United States in the
1950s to use computers to automatically translate texts from foreign languages, particularly Russian scientific journals,
into English.[3] Since computers can make arithmetic calculations much faster and more accurately than humans, it
was thought to be only a short matter of time before they could also begin to process language.[4] Computational and
quantitative methods are also used historically in attempted reconstruction of earlier forms of modern languages and
subgrouping modern languages into language families. Earlier methods such as lexicostatistics and glottochronology
have been proven to be premature and inaccurate. However, recent interdisciplinary studies which borrow concepts
from biological studies, especially gene mapping, have proved to produce more sophisticated analytical tools and
more trustful results.[5]

When machine translation (also known as mechanical translation) failed to yield accurate translations right away,
automated processing of human languages was recognized as far more complex than had originally been assumed.
Computational linguistics was born as the name of the new field of study devoted to developing algorithms and soft-
ware for intelligently processing language data. When artificial intelligence came into existence in the 1960s, the field
of computational linguistics became that sub-division of artificial intelligence dealing with human-level comprehen-
sion and production of natural languages.
In order to translate one language into another, it was observed that one had to understand the grammar of both
languages, including both morphology (the grammar of word forms) and syntax (the grammar of sentence structure).
In order to understand syntax, one had to also understand the semantics and the lexicon (or 'vocabulary'), and even
something of the pragmatics of language use. Thus, what started as an effort to translate between languages evolved
into an entire discipline devoted to understanding how to represent and process natural languages using computers.[6]

Nowadays research within the scope of computational linguistics is done at computational linguistics departments,[7]
computational linguistics laboratories,[8] computer science departments,[9] and linguistics departments.[10][11] Some
research in the field of computational linguistics aims to create working speech or text processing systems while others
aim to create a system allowing human-machine interaction. Programs meant for human-machine communication
are called conversational agents.[12]

1.2.2 Approaches

Just as computational linguistics can be performed by experts in a variety of fields and through a wide assortment
of departments, so too can the research fields broach a diverse range of topics. The following sections discuss some
of the literature available across the entire field broken into four main area of discourse: developmental linguistics,
structural linguistics, linguistic production, and linguistic comprehension.

Developmental approaches

Language is a cognitive skill which develops throughout the life of an individual. This developmental process has
been examined using a number of techniques, and a computational approach is one of them. Human language
development does provide some constraints which make it harder to apply a computational method to understanding
it. For instance, during language acquisition, human children are largely only exposed to positive evidence.[13] This
means that during the linguistic development of an individual, only evidence for what is a correct form is provided,
and not evidence for what is not correct. This is insufficient information for a simple hypothesis testing procedure for
information as complex as language,[14] and so provides certain boundaries for a computational approach to modeling
language development and acquisition in an individual.
Attempts have been made to model the developmental process of language acquisition in children from a compu-
tational angle, leading to both statistical grammars and connectionist models.[15] Work in this realm has also been
proposed as a method to explain the evolution of language through history. Using models, it has been shown that
languages can be learned with a combination of simple input presented incrementally as the child develops better
memory and longer attention span.[16] This was simultaneously posed as a reason for the long developmental period
of human children.[16] Both conclusions were drawn because of the strength of the neural network which the project
created.
The ability of infants to develop language has also been modeled using robots[17] in order to test linguistic theories.
Enabled to learn as children might, a model was created based on an affordance model in which mappings between
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actions, perceptions, and effects were created and linked to spoken words. Crucially, these robots were able to ac-
quire functioning word-to-meaning mappings without needing grammatical structure, vastly simplifying the learning
process and shedding light on information which furthers the current understanding of linguistic development. It is
important to note that this information could only have been empirically tested using a computational approach.
As our understanding of the linguistic development of an individual within a lifetime is continually improved us-
ing neural networks and learning robotic systems, it is also important to keep in mind that languages themselves
change and develop through time. Computational approaches to understanding this phenomenon have unearthed
very interesting information. Using the Price Equation and Pólya urn dynamics, researchers have created a system
which not only predicts future linguistic evolution, but also gives insight into the evolutionary history of modern-day
languages.[18] This modeling effort achieved, through computational linguistics, what would otherwise have been
impossible.
It is clear that the understanding of linguistic development in humans as well as throughout evolutionary time has been
fantastically improved because of advances in computational linguistics. The ability to model and modify systems at
will affords science an ethical method of testing hypotheses that would otherwise be intractable.

Structural approaches

In order to create better computational models of language, an understanding of language’s structure is crucial. To this
end, the English language has been meticulously studied using computational approaches to better understand how the
language works on a structural level. One of the most important pieces of being able to study linguistic structure is the
availability of large linguistic corpora. This grants computational linguists the raw data necessary to run their models
and gain a better understanding of the underlying structures present in the vast amount of data which is contained
in any single language. One of the most cited English linguistic corpora is the Penn Treebank.[19] Containing over
4.5 million words of American English, this corpus has been annotated for part-of-speech information. This type of
annotated corpus allows other researchers to apply hypotheses and measures that would otherwise be impossible to
perform.
Theoretical approaches to the structure of languages have also been developed. These works allow computational
linguistics to have a frameworkwithin which to work out hypotheses that will further the understanding of the language
in a myriad of ways. One of the original theoretical theses on internalization of grammar and structure of language
proposed two types of models.[14] In these models, rules or patterns learned increase in strength with the frequency
of their encounter.[14] The work also created a question for computational linguists to answer: how does an infant
learn a specific and non-normal grammar (Chomsky Normal Form) without learning an overgeneralized version and
getting stuck?[14] Theoretical efforts like these set the direction for research to go early in the lifetime of a field of
study, and are crucial to the growth of the field.
Structural information about languages allows for the discovery and implementation of similarity recognition between
pairs of text utterances.[20] For instance, it has recently been proven that based on the structural information present
in patterns of human discourse, conceptual recurrence plots can be used to model and visualize trends in data and
create reliable measures of similarity between natural textual utterances.[20] This technique is a strong tool for further
probing the structure of human discourse. Without the computational approach to this question, the vastly complex
information present in discourse data would have remained inaccessible to scientists.
Information regarding the structural data of a language is available for English as well as other languages, such as
Japanese.[21] Using computational methods, Japanese sentence corpora were analyzed and a pattern of log-normality
was found in relation to sentence length.[21] Though the exact cause of this lognormality remains unknown, it is
precisely this sort of intriguing information which computational linguistics is designed to uncover. This information
could lead to further important discoveries regarding the underlying structure of Japanese, and could have any number
of effects on the understanding of Japanese as a language. Computational linguistics allows for very exciting additions
to the scientific knowledge base to happen quickly and with very little room for doubt.
Without a computational approach to the structure of linguistic data, much of the information that is available now
would still be hidden under the vastness of data within any single language. Computational linguistics allows scientists
to parse huge amounts of data reliably and efficiently, creating the possibility for discoveries unlike any seen in most
other approaches.
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Production approaches

The production of language is equally as complex in the information it provides and the necessary skills which a fluent
producer must have. That is to say, comprehension is only half the problem of communication. The other half is how
a system produces language, and computational linguistics has made some very interesting discoveries in this area.

Alan Turing: computer scientist and namesake developer of the Turing Test as a method of measuring the intelligence of a machine.

In a now famous paper published in 1950 Alan Turing proposed the possibility that machines might one day have the
ability to “think”. As a thought experiment for what might define the concept of thought in machines, he proposed an
“imitation test” in which a human subject has two text-only conversations, one with a fellow human and another with
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a machine attempting to respond like a human. Turing proposes that if the subject cannot tell the difference between
the human and the machine, it may be concluded that the machine is capable of thought.[22] Today this test is known
as the Turing test and it remains an influential idea in the area of artificial intelligence.

Joseph Weizenbaum: former MIT professor and computer scientist who developed ELIZA, a primitive computer program utilizing
natural language processing.

One of the earliest and best known examples of a computer program designed to converse naturally with humans
is the ELIZA program developed by Joseph Weizenbaum at MIT in 1966. The program emulated a Rogerian
psychotherapist when responding to written statements and questions posed by a user. It appeared capable of under-
standing what was said to it and responding intelligently, but in truth it simply followed a pattern matching routine
that relied on only understanding a few keywords in each sentence. Its responses were generated by recombining the
unknown parts of the sentence around properly translated versions of the known words. For example, in the phrase “It
seems that you hate me” ELIZA understands “you” and “me” which matches the general pattern “you [some words]
me”, allowing ELIZA to update the words “you” and “me” to “I” and “you” and replying “What makes you think
I hate you?". In this example ELIZA has no understanding of the word “hate”, but it is not required for a logical
response in the context of this type of psychotherapy.[23]

Some projects are still trying to solve the problem which first started computational linguistics off as its own field in
the first place. However, the methods have becomemore refined and clever, and consequently the results generated by
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computational linguists have become more enlightening. In an effort to improve computer translation, several models
have been compared, including hidden Markov models, smoothing techniques, and the specific refinements of those
to apply them to verb translation.[24] The model which was found to produce the most natural translations of German
and French words was a refined alignment model with a first-order dependence and a fertility model[16]. They also
provide efficient training algorithms for the models presented, which can give other scientists the ability to improve
further on their results. This type of work is specific to computational linguistics, and has applications which could
vastly improve understanding of how language is produced and comprehended by computers.
Work has also been done in making computers produce language in a more naturalistic manner. Using linguistic input
from humans, algorithms have been constructed which are able to modify a system’s style of production based on a
factor such as linguistic input from a human, or more abstract factors like politeness or any of the five main dimensions
of personality.[25] This work takes a computational approach via parameter estimation models to categorize the vast
array of linguistic styles we see across individuals and simplify it for a computer to work in the same way, making
human-computer interaction much more natural.

Text-based interactive approach Many of the earliest and simplest models of human-computer interaction, such
as ELIZA for example, involve a text-based input from the user to generate a response from the computer. By this
method, words typed by a user trigger the computer to recognize specific patterns and reply accordingly, through a
process known as keyword spotting.

Speech-based interactive approach Recent technologies have placed more of an emphasis on speech-based in-
teractive systems. These systems, such as Siri of the iOS operating system, operate on a similar pattern-recognizing
technique as that of text-based systems, but with the former, the user input is conducted through speech recognition.
This branch of linguistics involves the processing of the user’s speech as sound waves and the interpreting of the
acoustics and language patterns in order for the computer to recognize the input.[26]

Comprehension approaches

Much of the focus ofmodern computational linguistics is on comprehension. With the proliferation of the internet and
the abundance of easily accessible written human language, the ability to create a program capable of understanding
human language would have many broad and exciting possibilities, including improved search engines, automated
customer service, and online education.
Early work in comprehension included applying Bayesian statistics to the task of optical character recognition, as
illustrated by Bledsoe and Browing in 1959 in which a large dictionary of possible letters were generated by “learning”
from example letters and then the probability that any one of those learned examples matched the new input was
combined to make a final decision.[27] Other attempts at applying Bayesian statistics to language analysis included the
work of Mosteller and Wallace (1963) in which an analysis of the words used in The Federalist Papers was used to
attempt to determine their authorship (concluding that Madison most likely authored the majority of the papers).[28]

In 1971 Terry Winograd developed an early natural language processing engine capable of interpreting naturally
written commands within a simple rule governed environment. The primary language parsing program in this project
was called SHRDLU, which was capable of carrying out a somewhat natural conversation with the user giving it
commands, but only within the scope of the toy environment designed for the task. This environment consisted of
different shaped and colored blocks, and SHRDLUwas capable of interpreting commands such as “Find a block which
is taller than the one you are holding and put it into the box.” and asking questions such as “I don't understand which
pyramid you mean.” in response to the user’s input.[29] While impressive, this kind of natural language processing
has proven much more difficult outside the limited scope of the toy environment. Similarly a project developed by
NASA called LUNAR was designed to provide answers to naturally written questions about the geological analysis
of lunar rocks returned by the Apollo missions.[30] These kinds of problems are referred to as question answering.
Initial attempts at understanding spoken language were based on work done in the 1960s and 70s in signal modeling
where an unknown signal is analyzed to look for patterns and to make predictions based on its history. An initial
and somewhat successful approach to applying this kind of signal modeling to language was achieved with the use
of hidden Markov models as detailed by Rabiner in 1989.[31] This approach attempts to determine probabilities for
the arbitrary number of models that could be being used in generating speech as well as modeling the probabilities
for various words generated from each of these possible models. Similar approaches were employed in early speech
recognition attempts starting in the late 70s at IBM using word/part-of-speech pair probabilities.[32]
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More recently these kinds of statistical approaches have been applied to more difficult tasks such as topic identification
using Bayesian parameter estimation to infer topic probabilities in text documents.[33]

1.2.3 Applications

Modern computational linguistics is often a combination of studies in computer science and programming, math,
particularly statistics, language structures, and natural language processing. Combined, these fields most often lead
to the development of systems that can recognize speech and perform some task based on that speech. Examples
include speech recognition software, such as Apple’s Siri feature, spellcheck tools, speech synthesis programs, which
are often used to demonstrate pronunciation or help the disabled, and machine translation programs and websites,
such as Google Translate and Word Reference.[34]

Computational linguistics can be especially helpful in situations involving social media and the Internet. For example,
filters in chatrooms or onwebsite searches require computational linguistics. Chat operators often use filters to identify
certain words or phrases and deem them inappropriate so that users cannot submit them.[34] Another example of using
filters is on websites. Schools use filters so that websites with certain keywords are blocked from children to view.
There are also many programs in which parents use Parental controls to put content filters in place. Computational
linguists can also develop programs that group and organize content through Social media mining. An example of
this is Twitter, in which programs can group tweets by subject or keywords.[35]

1.2.4 Subfields

Computational linguistics can be divided into major areas depending upon the medium of the language being pro-
cessed, whether spoken or textual; and upon the task being performed, whether analyzing language (recognition) or
synthesizing language (generation).
Speech recognition and speech synthesis deal with how spoken language can be understood or created using comput-
ers. Parsing and generation are sub-divisions of computational linguistics dealing respectively with taking language
apart and putting it together. Machine translation remains the sub-division of computational linguistics dealing with
having computers translate between languages. The possibility of automatic language translation, however, has yet
to be realized and remains a notorious branch of computational linguistics.[36]

Some of the areas of research that are studied by computational linguistics include:

• Computational complexity of natural language, largely modeled on automata theory, with the application of
context-sensitive grammar and linearly bounded Turing machines.

• Computational semantics comprises defining suitable logics for linguistic meaning representation, automatically
constructing them and reasoning with them

• Computer-aided corpus linguistics, which has been used since the 1970s as a way to make detailed advances
in the field of discourse analysis [37]

• Design of parsers or chunkers for natural languages

• Design of taggers like POS-taggers (part-of-speech taggers)

• Machine translation as one of the earliest and most difficult applications of computational linguistics draws on
many subfields.

• Simulation and study of language evolution in historical linguistics/glottochronology.

1.2.5 Legacy

The subject of computational linguistics has had a recurring impact on popular culture:

• The 1983 film WarGames features a young computer hacker who interacts with an artificially intelligent
supercomputer.[38]
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• A 1997 film, Conceiving Ada, focuses on Ada Lovelace, considered one of the first computer scientists, as well
as themes of computational linguistics.[39]

• Her, a 2013 film, depicts a man’s interactions with the “world’s first artificially intelligent operating system.”[40]

• The 2014 film The Imitation Game follows the life of computer scientist Alan Turing, developer of the Turing
Test.[41]

• The 2015 film Ex Machina centers around human interaction with artificial intelligence.[42]

1.2.6 See also
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• Free online introductory book on Computational Linguistics at the Wayback Machine (archived January 25,
2008)

• Language Technology World

• Resources for Text, Speech and Language Processing

• The Research Group in Computational Linguistics

1.3 Text mining

Text mining, also referred to as text data mining, roughly equivalent to text analytics, is the process of deriving
high-quality information from text. High-quality information is typically derived through the devising of patterns
and trends through means such as statistical pattern learning. Text mining usually involves the process of structuring
the input text (usually parsing, along with the addition of some derived linguistic features and the removal of others,
and subsequent insertion into a database), deriving patterns within the structured data, and finally evaluation and
interpretation of the output. 'High quality' in text mining usually refers to some combination of relevance, novelty,
and interestingness. Typical text mining tasks include text categorization, text clustering, concept/entity extraction,
production of granular taxonomies, sentiment analysis, document summarization, and entity relation modeling (i.e.,
learning relations between named entities).
Text analysis involves information retrieval, lexical analysis to study word frequency distributions, pattern recog-
nition, tagging/annotation, information extraction, data mining techniques including link and association analysis,
visualization, and predictive analytics. The overarching goal is, essentially, to turn text into data for analysis, via
application of natural language processing (NLP) and analytical methods.
A typical application is to scan a set of documents written in a natural language and either model the document set
for predictive classification purposes or populate a database or search index with the information extracted.

1.3.1 Text analytics

The term text analytics describes a set of linguistic, statistical, and machine learning techniques that model and
structure the information content of textual sources for business intelligence, exploratory data analysis, research, or
investigation.[1] The term is roughly synonymous with text mining; indeed, Ronen Feldman modified a 2000 de-
scription of “text mining”[2] in 2004 to describe “text analytics.”[3] The latter term is now used more frequently in
business settings while “text mining” is used in some of the earliest application areas, dating to the 1980s,[4] notably
life-sciences research and government intelligence.
The term text analytics also describes that application of text analytics to respond to business problems, whether
independently or in conjunction with query and analysis of fielded, numerical data. It is a truism that 80 percent
of business-relevant information originates in unstructured form, primarily text.[5] These techniques and processes
discover and present knowledge – facts, business rules, and relationships – that is otherwise locked in textual form,
impenetrable to automated processing.

1.3.2 History

Labor-intensive manual text mining approaches first surfaced in the mid-1980s,[6] but technological advances have
enabled the field to advance during the past decade. Text mining is an interdisciplinary field that draws on information
retrieval, data mining, machine learning, statistics, and computational linguistics. As most information (common
estimates say over 80%)[5] is currently stored as text, text mining is believed to have a high commercial potential
value. Increasing interest is being paid to multilingual data mining: the ability to gain information across languages
and cluster similar items from different linguistic sources according to their meaning.
The challenge of exploiting the large proportion of enterprise information that originates in “unstructured” form has
been recognized for decades.[7] It is recognized in the earliest definition of business intelligence (BI), in an October
1958 IBM Journal article by H.P. Luhn, A Business Intelligence System, which describes a system that will:

"...utilize data-processing machines for auto-abstracting and auto-encoding of documents and for
creating interest profiles for each of the 'action points’ in an organization. Both incoming and internally
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generated documents are automatically abstracted, characterized by a word pattern, and sent automati-
cally to appropriate action points.”

Yet as management information systems developed starting in the 1960s, and as BI emerged in the '80s and '90s as
a software category and field of practice, the emphasis was on numerical data stored in relational databases. This is
not surprising: text in “unstructured” documents is hard to process. The emergence of text analytics in its current
form stems from a refocusing of research in the late 1990s from algorithm development to application, as described
by Prof. Marti A. Hearst in the paper Untangling Text Data Mining:[8]

For almost a decade the computational linguistics community has viewed large text collections as a
resource to be tapped in order to produce better text analysis algorithms. In this paper, I have attempted
to suggest a new emphasis: the use of large online text collections to discover new facts and trends about
the world itself. I suggest that to make progress we do not need fully artificial intelligent text analysis;
rather, a mixture of computationally-driven and user-guided analysis may open the door to exciting new
results.

Hearst’s 1999 statement of need fairly well describes the state of text analytics technology and practice a decade later.

1.3.3 Text analysis processes

Subtasks—components of a larger text-analytics effort—typically include:

• Information retrieval or identification of a corpus is a preparatory step: collecting or identifying a set of textual
materials, on the Web or held in a file system, database, or content corpus manager, for analysis.

• Although some text analytics systems apply exclusively advanced statistical methods, many others apply more
extensive natural language processing, such as part of speech tagging, syntactic parsing, and other types of
linguistic analysis.

• Named entity recognition is the use of gazetteers or statistical techniques to identify named text features:
people, organizations, place names, stock ticker symbols, certain abbreviations, and so on. Disambiguation—
the use of contextual clues—may be required to decide where, for instance, “Ford” can refer to a former U.S.
president, a vehicle manufacturer, a movie star, a river crossing, or some other entity.

• Recognition of Pattern Identified Entities: Features such as telephone numbers, e-mail addresses, quantities
(with units) can be discerned via regular expression or other pattern matches.

• Coreference: identification of noun phrases and other terms that refer to the same object.

• Relationship, fact, and event Extraction: identification of associations among entities and other information in
text

• Sentiment analysis involves discerning subjective (as opposed to factual) material and extracting various forms
of attitudinal information: sentiment, opinion, mood, and emotion. Text analytics techniques are helpful in
analyzing, sentiment at the entity, concept, or topic level and in distinguishing opinion holder and opinion
object.[9]

• Quantitative text analysis is a set of techniques stemming from the social sciences where either a human judge
or a computer extracts semantic or grammatical relationships between words in order to find out the meaning
or stylistic patterns of, usually, a casual personal text for the purpose of psychological profiling etc.[10]

1.3.4 Applications

The technology is now broadly applied for a wide variety of government, research, and business needs. Applications
can be sorted into a number of categories by analysis type or by business function. Using this approach to classifying
solutions, application categories include:

• Enterprise Business Intelligence/Data Mining, Competitive Intelligence
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• E-Discovery, Records Management

• National Security/Intelligence

• Scientific discovery, especially Life Sciences

• Sentiment Analysis Tools, Listening Platforms

• Natural Language/Semantic Toolkit or Service

• Publishing

• Automated ad placement

• Search/Information Access

• Social media monitoring

Security applications

Many text mining software packages are marketed for security applications, especially monitoring and analysis of
online plain text sources such as Internet news, blogs, etc. for national security purposes.[11] It is also involved in the
study of text encryption/decryption.

Biomedical applications

Main article: Biomedical text mining

A range of text mining applications in the biomedical literature has been described.[12]

One online text mining application in the biomedical literature is PubGene that combines biomedical text mining
with network visualization as an Internet service.[13][14]

GoPubMed is a knowledge-based search engine for biomedical texts.

Software applications

Text mining methods and software is also being researched and developed by major firms, including IBM and
Microsoft, to further automate the mining and analysis processes, and by different firms working in the area of search
and indexing in general as a way to improve their results. Within public sector much effort has been concentrated on
creating software for tracking and monitoring terrorist activities.[15]

Online media applications

Text mining is being used by large media companies, such as the Tribune Company, to clarify information and to
provide readers with greater search experiences, which in turn increases site “stickiness” and revenue. Additionally, on
the back end, editors are benefiting by being able to share, associate and package news across properties, significantly
increasing opportunities to monetize content.

Marketing applications

Text mining is starting to be used in marketing as well, more specifically in analytical customer relationship manage-
ment.[16] Coussement and Van den Poel (2008)[17][18] apply it to improve predictive analytics models for customer
churn (customer attrition).[17]
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Sentiment analysis

Sentiment analysis may involve analysis of movie reviews for estimating how favorable a review is for a movie.[19]
Such an analysis may need a labeled data set or labeling of the affectivity of words. Resources for affectivity of words
and concepts have been made for WordNet[20] and ConceptNet,[21] respectively.
Text has been used to detect emotions in the related area of affective computing.[22] Text based approaches to affective
computing have been used on multiple corpora such as students evaluations, children stories and news stories.

Academic applications

The issue of text mining is of importance to publishers who hold large databases of information needing indexing for
retrieval. This is especially true in scientific disciplines, in which highly specific information is often contained within
written text. Therefore, initiatives have been taken such as Nature’s proposal for an Open Text Mining Interface
(OTMI) and the National Institutes of Health's common Journal Publishing Document Type Definition (DTD) that
would provide semantic cues to machines to answer specific queries contained within text without removing publisher
barriers to public access.
Academic institutions have also become involved in the text mining initiative:

• The National Centre for Text Mining (NaCTeM), is the first publicly funded text mining centre in the world.
NaCTeM is operated by theUniversity ofManchester[23] in close collaborationwith the Tsujii Lab,[24] University
of Tokyo.[25] NaCTeM provides customised tools, research facilities and offers advice to the academic com-
munity. They are funded by the Joint Information Systems Committee (JISC) and two of the UK Research
Councils (EPSRC & BBSRC). With an initial focus on text mining in the biological and biomedical sciences,
research has since expanded into the areas of social sciences.

• In the United States, the School of Information at University of California, Berkeley is developing a program
called BioText to assist biology researchers in text mining and analysis.

• The Text Analysis Portal for Research (TAPoR), currently housed at the University of Alberta, is a scholarly
project to catalogue text analysis applications and create a gateway for researchers new to the practice.

Digital humanities and computational sociology

The automatic analysis of vast textual corpora has created the possibility for scholars to analyse millions of documents
in multiple languages with very limited manual intervention. Key enabling technologies have been parsing, machine
translation, topic categorization, and machine learning.
The automatic parsing of textual corpora has enabled the extraction of actors and their relational networks on a vast
scale, turning textual data into network data. The resulting networks, which can contain thousands of nodes, are
then analysed by using tools from network theory to identify the key actors, the key communities or parties, and
general properties such as robustness or structural stability of the overall network, or centrality of certain nodes.[27]
This automates the approach introduced by quantitative narrative analysis,[28] whereby subject-verb-object triplets are
identified with pairs of actors linked by an action, or pairs formed by actor-object.[26]

Content analysis has been a traditional part of social sciences and media studies for a long time. The automation
of content analysis has allowed a "big data" revolution to take place in that field, with studies in social media and
newspaper content that include millions of news items. Gender bias, readability, content similarity, reader prefer-
ences, and even mood have been analyzed based on text mining methods over millions of documents.[29][30][31][32][33]
The analysis of readability, gender bias and topic bias was demonstrated in Flaounas et al.[34] showing how different
topics have different gender biases and levels of readability; the possibility to detect mood shifts in a vast population
by analysing Twitter content was demonstrated as well.[35]

1.3.5 Software

Text mining computer programs are available from many commercial and open source companies and sources. See
List of text mining software.
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Narrative network of US Elections 2012[26]

1.3.6 Intellectual property law

Situation in Europe

Because of a lack of flexibilities in European copyright and database law, the mining of in-copyright works (such as
web mining) without the permission of the copyright owner is illegal. In the UK in 2014, on the recommendation of
the Hargreaves review the government amended copyright law[36] to allow text mining as a limitation and exception.
It was only the second country in the world to do so, following Japan, which introduced a mining-specific exception
in 2009. However, owing to the restriction of the Copyright Directive, the UK exception only allows content mining
for non-commercial purposes. UK copyright law does not allow this provision to be overridden by contractual terms
and conditions.
The European Commission facilitated stakeholder discussion on text and data mining in 2013, under the title of
Licences for Europe.[37] The fact that the focus on the solution to this legal issue was licences, and not limitations and
exceptions to copyright law, led representatives of universities, researchers, libraries, civil society groups and open
access publishers to leave the stakeholder dialogue in May 2013.[38]
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Video by Fix Copyright campaign explaining TDM and its copyright issues in the EU, 2016 [3:52

Situation in the United States

By contrast to Europe, the flexible nature of US copyright law, and in particular fair use, means that text mining in
America, as well as other fair use countries such as Israel, Taiwan and South Korea, is viewed as being legal. As
text mining is transformative, meaning that it does not supplant the original work, it is viewed as being lawful under
fair use. For example, as part of the Google Book settlement the presiding judge on the case ruled that Google’s
digitisation project of in-copyright books was lawful, in part because of the transformative uses that the digitisation
project displayed—one such use being text and data mining.[39]

1.3.7 Implications

Until recently, websites most often used text-based searches, which only found documents containing specific user-
defined words or phrases. Now, through use of a semantic web, text mining can find content based on meaning and
context (rather than just by a specific word). Additionally, text mining software can be used to build large dossiers of
information about specific people and events. For example, large datasets based on data extracted from news reports
can be built to facilitate social networks analysis or counter-intelligence. In effect, the text mining software may act
in a capacity similar to an intelligence analyst or research librarian, albeit with a more limited scope of analysis. Text
mining is also used in some email spam filters as a way of determining the characteristics of messages that are likely
to be advertisements or other unwanted material. Text mining plays an important role in determining financial market
sentiment.

1.3.8 See also

• Concept mining

• Document processing

• Full text search

• List of text mining software

• Market sentiment

• Name resolution (semantics and text extraction)
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• Named entity recognition

• News analytics

• Record linkage

• Sequential pattern mining (string and sequence mining)

• w-shingling

• Web mining, a task that may involve text mining (e.g. first find appropriate web pages by classifying crawled
web pages, then extract the desired information from the text content of these pages considered relevant)
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1.4 Precision and recall

In pattern recognition and information retrieval with binary classification, precision (also called positive predictive
value) is the fraction of retrieved instances that are relevant, while recall (also known as sensitivity) is the fraction of
relevant instances that are retrieved. Both precision and recall are therefore based on an understanding and measure
of relevance.
Suppose a computer program for recognizing dogs in scenes from a video identifies 7 dogs in a scene containing 9
dogs and some cats. If 4 of the identifications are correct, but 3 are actually cats, the program’s precision is 4/7 while
its recall is 4/9. When a search engine returns 30 pages only 20 of which were relevant while failing to return 40
additional relevant pages, its precision is 20/30 = 2/3 while its recall is 20/60 = 1/3. So, in this case, precision is “how
useful the search results are”, and recall is “how complete the results are”.
In statistics, if the null hypothesis is that all and only the relevant items are retrieved, absence of type I and type II
errors corresponds respectively to maximum precision (no false positive) and maximum recall (no false negative).
The above pattern recognition example contained 7 − 4 = 3 type I errors and 9 − 4 = 5 type II errors. Precision can
be seen as a measure of exactness or quality, whereas recall is a measure of completeness or quantity.
In simple terms, high precision means that an algorithm returned substantially more relevant results than irrelevant
ones, while high recall means that an algorithm returned most of the relevant results.

1.4.1 Introduction

In an information retrieval scenario, the instances are documents and the task is to return a set of relevant documents
given a search term; or equivalently, to assign each document to one of two categories, “relevant” and “not relevant”.
In this case, the “relevant” documents are simply those that belong to the “relevant” category. Recall is defined as
the number of relevant documents retrieved by a search divided by the total number of existing relevant documents,
while precision is defined as the number of relevant documents retrieved by a search divided by the total number of
documents retrieved by that search.
In a classification task, the precision for a class is the number of true positives (i.e. the number of items correctly
labeled as belonging to the positive class) divided by the total number of elements labeled as belonging to the positive
class (i.e. the sum of true positives and false positives, which are items incorrectly labeled as belonging to the class).
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Recall in this context is defined as the number of true positives divided by the total number of elements that actually
belong to the positive class (i.e. the sum of true positives and false negatives, which are items which were not labeled
as belonging to the positive class but should have been).
In information retrieval, a perfect precision score of 1.0 means that every result retrieved by a search was relevant
(but says nothing about whether all relevant documents were retrieved) whereas a perfect recall score of 1.0 means
that all relevant documents were retrieved by the search (but says nothing about how many irrelevant documents were
also retrieved).
In a classification task, a precision score of 1.0 for a class C means that every item labeled as belonging to class C does
indeed belong to class C (but says nothing about the number of items from class C that were not labeled correctly)
whereas a recall of 1.0 means that every item from class C was labeled as belonging to class C (but says nothing about
how many other items were incorrectly also labeled as belonging to class C).
Often, there is an inverse relationship between precision and recall, where it is possible to increase one at the cost
of reducing the other. Brain surgery provides an obvious example of the tradeoff. Consider a brain surgeon tasked
with removing a cancerous tumor from a patient’s brain. The surgeon needs to remove all of the tumor cells since any
remaining cancer cells will regenerate the tumor. Conversely, the surgeon must not remove healthy brain cells since
that would leave the patient with impaired brain function. The surgeon may be more liberal in the area of the brain
she removes to ensure she has extracted all the cancer cells. This decision increases recall but reduces precision. On
the other hand, the surgeon may be more conservative in the brain she removes to ensure she extracts only cancer
cells. This decision increases precision but reduces recall. That is to say, greater recall increases the chances of
removing healthy cells (negative outcome) and increases the chances of removing all cancer cells (positive outcome).
Greater precision decreases the chances of removing healthy cells (positive outcome) but also decreases the chances
of removing all cancer cells (negative outcome).
Usually, precision and recall scores are not discussed in isolation. Instead, either values for one measure are compared
for a fixed level at the othermeasure (e.g. precision at a recall level of 0.75) or both are combined into a singlemeasure.
Examples for measures that are a combination of precision and recall are the F-measure (the weighted harmonic mean
of precision and recall), or the Matthews correlation coefficient, which is a geometric mean of the chance-corrected
variants: the regression coefficients Informedness (DeltaP') and Markedness (DeltaP).[1][2] Accuracy is a weighted
arithmetic mean of Precision and Inverse Precision (weighted by Bias) as well as a weighted arithmetic mean of
Recall and Inverse Recall (weighted by Prevalence).[1] Inverse Precision and Recall are simply the Precision and
Recall of the inverse problem where positive and negative labels are exchanged (for both real classes and prediction
labels). Recall and Inverse Recall, or equivalently true positive rate and false positive rate, are frequently plotted
against each other as ROC curves and provide a principled mechanism to explore operating point tradeoffs. Outside
of Information Retrieval, the application of Recall, Precision and F-measure are argued to be flawed as they ignore
the true negative cell of the contingency table, and they are easily manipulated by biasing the predictions.[1] The first
problem is 'solved' by using Accuracy and the second problem is 'solved' by discounting the chance component and
renormalizing to Cohen’s kappa, but this no longer affords the opportunity to explore tradeoffs graphically. However,
Informedness and Markedness are Kappa-like renormalizations of Recall and Precision,[3] and their geometric mean
Matthews correlation coefficient thus acts like a debiased F-measure.

1.4.2 Definition (information retrieval context)

In information retrieval contexts, precision and recall are defined in terms of a set of retrieved documents (e.g. the
list of documents produced by a web search engine for a query) and a set of relevant documents (e.g. the list of all
documents on the internet that are relevant for a certain topic), cf. relevance. The measures were defined in Perry,
Kent & Berry (1955).

Precision

In the field of information retrieval, precision is the fraction of retrieved documents that are relevant to the query:
precision = |{documents relevant}∩{documents retrieved}|

|{documents retrieved}|

Precision takes all retrieved documents into account, but it can also be evaluated at a given cut-off rank, considering
only the topmost results returned by the system. This measure is called precision at n or P@n.
For example for a text search on a set of documents precision is the number of correct results divided by the number
of all returned results.
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Precision is also used with recall, the percent of all relevant documents that is returned by the search. The two
measures are sometimes used together in the F1 Score (or f-measure) to provide a single measurement for a system.
Note that the meaning and usage of “precision” in the field of information retrieval differs from the definition of
accuracy and precision within other branches of science and technology.

Recall

Recall in information retrieval is the fraction of the documents that are relevant to the query that are successfully
retrieved.
recall = |{documents relevant}∩{documents retrieved}|

|{documents relevant}|

For example for text search on a set of documents recall is the number of correct results divided by the number of
results that should have been returned.
In binary classification, recall is called sensitivity. So it can be looked at as the probability that a relevant document
is retrieved by the query.
It is trivial to achieve recall of 100% by returning all documents in response to any query. Therefore, recall alone
is not enough but one needs to measure the number of non-relevant documents also, for example by computing the
precision.

1.4.3 Definition (classification context)

For classification tasks, the terms true positives, true negatives, false positives, and false negatives (see Type I and type
II errors for definitions) compare the results of the classifier under test with trusted external judgments. The terms
positive and negative refer to the classifier’s prediction (sometimes known as the expectation), and the terms true and
false refer to whether that prediction corresponds to the external judgment (sometimes known as the observation).
Let us define an experiment from P positive instances andN negative instances for some condition. The four outcomes
can be formulated in a 2×2 contingency table or confusion matrix, as follows:
Precision and recall are then defined as:[6]

Precision = tp
tp+fp Recall = tp

tp+fn

Recall in this context is also referred to as the true positive rate or sensitivity, and precision is also referred to as positive
predictive value (PPV); other related measures used in classification include true negative rate and accuracy.[6] True
negative rate is also called specificity.
rate negative True = tn

tn+fp Accuracy = tp+tn
tp+tn+fp+fn

1.4.4 Probabilistic interpretation

It is possible to interpret precision and recall not as ratios but as probabilities:

• Precision is the probability that a (randomly selected) retrieved document is relevant.

• Recall is the probability that a (randomly selected) relevant document is retrieved in a search.

Note that the random selection refers to a uniform distribution over the appropriate pool of documents; i.e. by
randomly selected retrieved document, we mean selecting a document from the set of retrieved documents in a random
fashion. The random selection should be such that all documents in the set are equally likely to be selected.
Note that, in a typical classification system, the probability that a retrieved document is relevant depends on the
document. The above interpretation extends to that scenario also (needs explanation).
Another interpretation for precision and recall is as follows. Precision is the average probability of relevant retrieval.
Recall is the average probability of complete retrieval. Here we average over multiple retrieval queries.
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1.4.5 F-measure

Main article: F1 score

A measure that combines precision and recall is the harmonic mean of precision and recall, the traditional F-measure
or balanced F-score:
F = 2 · precision·recall

precision+recall

This measure is approximately the average of the two when they are close, and is more generally the harmonic mean,
which, for the case of two numbers, coincides with the square of the geometric mean divided by the arithmetic mean.
There are several reasons that the F-score can be criticized in particular circumstances due to its bias as an evaluation
metric.[1] This is also known as the F1 measure, because recall and precision are evenly weighted.
It is a special case of the general Fβ measure (for non-negative real values of β ):
Fβ = (1 + β2) · precision·recall

β2·precision+recall

Two other commonly used F measures are the F2 measure, which weights recall higher than precision, and the F0.5

measure, which puts more emphasis on precision than recall.
The F-measure was derived by van Rijsbergen (1979) so that Fβ “measures the effectiveness of retrieval with respect
to a user who attaches β times as much importance to recall as precision”. It is based on van Rijsbergen’s effectiveness
measureEα = 1− 1

α
P + 1−α

R

, the second term being the weighted harmonic mean of precision and recall with weights
(α, 1− α) . Their relationship is Fβ = 1− Eα where α = 1

1+β2 .

1.4.6 Limitations as goals

There are other parameters and strategies for performance metric of information retrieval system, such as the area
under the precision-recall curve (AUC).[7]

For web document retrieval, if the user’s objectives are not clear, the precision and recall can't be optimized. As
summarized by Lopresti,[8]

Browsing is a comfortable and powerful paradigm (the serendipity effect).
• Search results don't have to be very good.
• Recall? Not important (as long as you get at least some good hits).
• Precision? Not important (as long as at least some of the hits on the first page you return are good).

1.4.7 See also

• Uncertainty coefficient, also called proficiency

• Sensitivity and specificity

1.4.8 References
[1] Powers, David M W (2011). “Evaluation: From Precision, Recall and F-Measure to ROC, Informedness, Markedness &

Correlation” (PDF). Journal of Machine Learning Technologies. 2 (1): 37–63.

[2] Perruchet, P.; Peereman, R. (2004). “The exploitation of distributional information in syllable processing”. J. Neurolin-
guistics. 17: 97–119. doi:10.1016/s0911-6044(03)00059-9.

[3] Powers, David M. W. (2012). “The Problem with Kappa”. Conference of the European Chapter of the Association for
Computational Linguistics (EACL2012) Joint ROBUS-UNSUP Workshop.

[4] Fawcett, Tom (2006). “An Introduction to ROCAnalysis” (PDF).Pattern Recognition Letters. 27 (8): 861–874. doi:10.1016/j.patrec.2005.10.010.

[5] Ting, Kai Ming (2011). Encyclopedia of machine learning. Springer. ISBN 978-0-387-30164-8.

[6] Olson, David L.; and Delen, Dursun (2008); Advanced Data Mining Techniques, Springer, 1st edition (February 1, 2008),
page 138, ISBN 3-540-76916-1

https://en.wikipedia.org/wiki/F1_score
https://en.wikipedia.org/wiki/Harmonic_mean
https://en.wikipedia.org/wiki/Harmonic_mean
https://en.wikipedia.org/wiki/Geometric_mean
https://en.wikipedia.org/wiki/Arithmetic_mean
https://en.wikipedia.org/wiki/Precision_and_recall#cite_note-Powers2011-1
https://en.wikipedia.org/wiki/Precision_and_recall#cite_note-7
https://en.wikipedia.org/wiki/Web_document
https://en.wikipedia.org/wiki/Precision_and_recall#cite_note-8
https://en.wikipedia.org/wiki/Browsing
https://en.wikipedia.org/wiki/Serendipity
https://en.wikipedia.org/wiki/Uncertainty_coefficient
https://en.wikipedia.org/wiki/Sensitivity_and_specificity
http://www.flinders.edu.au/science_engineering/fms/School-CSEM/publications/tech_reps-research_artfcts/TRRA_2007.pdf
http://www.flinders.edu.au/science_engineering/fms/School-CSEM/publications/tech_reps-research_artfcts/TRRA_2007.pdf
https://en.wikipedia.org/wiki/Digital_object_identifier
https://dx.doi.org/10.1016%252Fs0911-6044%252803%252900059-9
http://people.inf.elte.hu/kiss/11dwhdm/roc.pdf
https://en.wikipedia.org/wiki/Digital_object_identifier
https://dx.doi.org/10.1016%252Fj.patrec.2005.10.010
http://link.springer.com/referencework/10.1007%252F978-0-387-30164-8
https://en.wikipedia.org/wiki/International_Standard_Book_Number
https://en.wikipedia.org/wiki/Special:BookSources/978-0-387-30164-8
https://en.wikipedia.org/wiki/Special:BookSources/3540769161


1.4. PRECISION AND RECALL 31

[7] Zygmunt Zając. What you wanted to know about AUC. http://fastml.com/what-you-wanted-to-know-about-auc/

[8] Lopresti, Daniel (2001);WDA 2001 panel

• Baeza-Yates, Ricardo; Ribeiro-Neto, Berthier (1999). Modern Information Retrieval. New York, NY: ACM
Press, Addison-Wesley, Seiten 75 ff. ISBN 0-201-39829-X

• Hjørland, Birger (2010); The foundation of the concept of relevance, Journal of the American Society for
Information Science and Technology, 61(2), 217-237

• Makhoul, John; Kubala, Francis; Schwartz, Richard; and Weischedel, Ralph (1999); Performance measures
for information extraction, in Proceedings of DARPA Broadcast News Workshop, Herndon, VA, February 1999

• “Machine literature searching X. Machine language; factors underlying its design and development”. 1955.
doi:10.1002/asi.5090060411.

• van Rijsbergen, Cornelis Joost “Keith” (1979); Information Retrieval, London, GB; Boston, MA: Butterworth,
2nd Edition, ISBN 0-408-70929-4

1.4.9 External links

• Information Retrieval – C. J. van Rijsbergen 1979

• Computing Precision and Recall for a Multi-class Classification Problem

http://fastml.com/what-you-wanted-to-know-about-auc/
http://www.csc.liv.ac.uk/~wda2001/Panel_Presentations/Lopresti/Lopresti_files/v3_document.htm
https://en.wikipedia.org/wiki/Special:BookSources/020139829X
http://citeseerx.ist.psu.edu/viewdoc/summary?doi=10.1.1.27.4637
http://citeseerx.ist.psu.edu/viewdoc/summary?doi=10.1.1.27.4637
https://en.wikipedia.org/wiki/Digital_object_identifier
https://dx.doi.org/10.1002%252Fasi.5090060411
https://en.wikipedia.org/wiki/Special:BookSources/0408709294
http://www.dcs.gla.ac.uk/Keith/Preface.html
http://www.text-analytics101.com/2014/10/computing-precision-and-recall-for.html


32 CHAPTER 1. WEEK01

relevant elements

selected elements

false positivestrue positives

false negatives true negatives
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How many selected
items are relevant?

How many relevant
items are selected?

Precision and recall
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1.5 F1 score

“F score” redirects here. For the significance test, see F-test.

In statistical analysis of binary classification, the F1 score (also F-score or F-measure) is a measure of a test’s
accuracy. It considers both the precision p and the recall r of the test to compute the score: p is the number of correct
positive results divided by the number of all positive results, and r is the number of correct positive results divided by
the number of positive results that should have been returned. The F1 score can be interpreted as a weighted average
of the precision and recall, where an F1 score reaches its best value at 1 and worst at 0.
The traditional F-measure or balanced F-score (F1 score) is the harmonic mean of precision and recall—multiplying
the constant of 2 scales the score to 1 when both recall and precision are 1:

F1 = 2 · 1
1

recall +
1

precision
= 2 · precision · recall

precision+ recall

The general formula for positive real β is:

Fβ = (1 + β2) · precision · recall
(β2 · precision) + recall

The formula in terms of Type I and type II errors:

Fβ =
(1 + β2) · true positive

(1 + β2) · true positive+ β2 · false negative+ false positive

Two other commonly used F measures are the F2 measure, which weighs recall higher than precision (by placing
more emphasis on false negatives), and the F0.5 measure, which weighs recall lower than precision (by attenuating
the influence of false negatives).
The F-measure was derived so that Fβ “measures the effectiveness of retrieval with respect to a user who attaches β
times as much importance to recall as precision”.[1] It is based on Van Rijsbergen's effectiveness measure

E = 1−
(
α

P
+

1− α

R

)−1

Their relationship is Fβ = 1− E where α = 1
1+β2 .

1.5.1 Diagnostic Testing

This is related to the field of binary classification where recall is often termed as Sensitivity. There are several reasons
that the F1 score can be criticized in particular circumstances.[2]

1.5.2 Applications

The F-score is often used in the field of information retrieval for measuring search, document classification, and query
classification performance.[3] Earlier works focused primarily on the F1 score, but with the proliferation of large scale
search engines, performance goals changed to place more emphasis on either precision or recall[4] and so Fβ is seen
in wide application.
The F-score is also used in machine learning.[5] Note, however, that the F-measures do not take the true negatives
into account, and that measures such as the Phi coefficient, Matthews correlation coefficient, Informedness or Cohen’s
kappa may be preferable to assess the performance of a binary classifier.[2]

The F-score has been widely used in the natural language processing literature, such as the evaluation of named entity
recognition and word segmentation.
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1.5.3 G-measure

While the F-measure is the harmonic mean of Recall and Precision, the G-measure is the geometric mean.[2]

G =
√
precision · recall

G =
√
PPV · TPR . [6]

This is also known as the Fowlkes–Mallows index.

1.5.4 See also

• Precision and recall

• BLEU

• NIST (metric)

• METEOR

• ROUGE (metric)

• Word Error Rate (WER)

• Receiver operating characteristic

• Matthews correlation coefficient

• Uncertainty coefficient, aka Proficiency

1.5.5 References
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[2] Powers, David M W (2011). “Evaluation: From Precision, Recall and F-Measure to ROC, Informedness, Markedness &
Correlation” (PDF). Journal of Machine Learning Technologies. 2 (1): 37–63.

[3] Beitzel., StevenM. (2006). OnUnderstanding and ClassifyingWebQueries (Ph.D. thesis). IIT. CiteSeerX 10.1.1.127.634 .

[4] X. Li; Y.-Y. Wang; A. Acero (July 2008). Learning query intent from regularized click graphs. Proceedings of the 31st
SIGIR Conference.

[5] See, e.g., the evaluation of the CoNLL 2002 shared task.

[6] Li, Guo-Zheng, et al. “Inquiry diagnosis of coronary heart disease in Chinese medicine based on symptom-syndrome
interactions.” Chinese medicine 7.1 (2012): 1.
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• File:Alan_Turing_Aged_16.jpg Source: https://upload.wikimedia.org/wikipedia/commons/a/a1/Alan_Turing_Aged_16.jpg License:

Public domain Contributors: http://www.turingarchive.org/viewer/?id=521&title=4 Original artist: Unknown<a href='//www.wikidata.
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• File:Ambox_important.svg Source: https://upload.wikimedia.org/wikipedia/commons/b/b4/Ambox_important.svg License: Public do-
main Contributors: Own work, based off of Image:Ambox scales.svg Original artist: Dsmurat (talk · contribs)

• File:ArtificialFictionBrain.png Source: https://upload.wikimedia.org/wikipedia/commons/1/17/ArtificialFictionBrain.pngLicense: CC-
BY-SA-3.0 Contributors: No machine-readable source provided. Own work assumed (based on copyright claims). Original artist: No
machine-readable author provided. Gengiskanhg assumed (based on copyright claims).

• File:Automated_online_assistant.png Source: https://upload.wikimedia.org/wikipedia/commons/8/8b/Automated_online_assistant.png
License: Attribution Contributors:
The text is adapted from the Wikipedia merchandise page (this automated customer service itself, however, is fictional), and pasted into
a page in Wikipedia:
Original artist: Mikael Häggström

• File:FixCopyright-_Copyright_&_Research_-_Text_&_Data_Mining_(TDM)_Explained.webm Source: https://upload.wikimedia.
org/wikipedia/commons/1/15/FixCopyright-_Copyright_%26_Research_-_Text_%26_Data_Mining_%28TDM%29_Explained.webm
License: CC BY 3.0 Contributors: YouTube: #FixCopyright: Copyright & Research - Text & Data Mining (TDM) Explained Original
artist: FixCopyright

• File:Internet_map_1024.jpg Source: https://upload.wikimedia.org/wikipedia/commons/d/d2/Internet_map_1024.jpg License: CC BY
2.5 Contributors: Originally from the English Wikipedia; description page is/was here. Original artist: The Opte Project
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• File:Joseph_Weizenbaum.jpg Source: https://upload.wikimedia.org/wikipedia/commons/1/17/Joseph_Weizenbaum.jpg License: CC-
BY-SA-3.0 Contributors: Own work Original artist: Ulrich Hansen, Germany (Journalist).

• File:Lock-green.svg Source: https://upload.wikimedia.org/wikipedia/commons/6/65/Lock-green.svg License: CC0 Contributors: en:
File:Free-to-read_lock_75.svg Original artist: User:Trappist the monk

• File:Open_Access_logo_PLoS_transparent.svg Source: https://upload.wikimedia.org/wikipedia/commons/7/77/Open_Access_logo_
PLoS_transparent.svg License: CC0 Contributors: http://www.plos.org/ Original artist: art designer at PLoS, modified byWikipedia users
Nina, Beao, and JakobVoss

• File:Phrenology1.jpg Source: https://upload.wikimedia.org/wikipedia/commons/f/fa/Phrenology1.jpg License: Public domain Contrib-
utors: Friedrich Eduard Bilz (1842–1922): Das neue Naturheilverfahren (75. Jubiläumsausgabe) Original artist: scanned by de:Benutzer:
Summi

• File:Precisionrecall.svg Source: https://upload.wikimedia.org/wikipedia/commons/2/26/Precisionrecall.svg License: CC BY-SA 4.0
Contributors: Own work Original artist: Walber

• File:Question_book-new.svg Source: https://upload.wikimedia.org/wikipedia/en/9/99/Question_book-new.svg License: Cc-by-sa-3.0
Contributors:
Created from scratch in Adobe Illustrator. Based on Image:Question book.png created by User:Equazcion Original artist:
Tkgd2007

• File:Tripletsnew2012.png Source: https://upload.wikimedia.org/wikipedia/commons/4/43/Tripletsnew2012.png License: CC BY 4.0
Contributors: Own work Original artist: Thinkbig-project

• File:Wikiversity-logo.svg Source: https://upload.wikimedia.org/wikipedia/commons/9/91/Wikiversity-logo.svg License: CC BY-SA
3.0 Contributors: Snorky (optimized and cleaned up by verdy_p) Original artist: Snorky (optimized and cleaned up by verdy_p)
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