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2 CHAPTER 6 Biomedical Natural Language Processing and Text Mining

6.1  NATURAL LANGUAGE PROCESSING AND TEXT 
MINING DEFINED

Natural language processing is the study of computer programs that take 
natural, or human, language as input. Natural language processing appli-
cations may approach tasks ranging from low-level processing, such as 
assigning parts of speech to words, to high-level tasks, such as answering 
questions. Text mining is the use of natural language processing for practi-
cal tasks, often related to finding information in prose of various kinds. In 
practice, natural language processing and text mining exist on a continuum, 
and there is no hard and fast line between the two.

6.2  NATURAL LANGUAGE
Natural language is human language, as opposed to computer languages. 
The difference between them lies in the presence of ambiguity. No well-
designed computer language is ambiguous. In contrast, all known natural 
languages exhibit the property of ambiguity. Ambiguity occurs when an 
input can have more than one interpretation. Ambiguity exists at all lev-
els of human language. (For illustrative purposes, we will focus on written 
language, since that is the domain of most biomedical natural language pro-
cessing, with the exception of speech recognition applications.) Consider, 
for example, the word discharge. This word is ambiguous in that it may be 
a noun or a verb. In this example, we see both cases:

With a decreased LOS, inpatient rehabilitation services will have to 
improve FIM efficiency or discharge patients with lower discharge 
FIM scores. (PMID 12917856)

In the case of discharge patients, it is a verb. In the case of discharge FIM 
scores, it is a noun. Suppose that an application (called a part of speech tag-
ger) has determined that it is a noun. It remains ambiguous as to its meaning. 
In these examples, we see two common meanings in biomedical text:

Patient was prescribed codeine upon discharge  
The discharge was yellow and purulent

In the first case, discharge has the meaning “release from the hospital,” 
while in the second case, it refers to a body fluid. Once an application 
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36.2  Natural Language

has determined which is the correct meaning, it remains ambiguous as to 
its relationship to the words with which it appears—i.e., there is syntac-
tic ambiguity. Should discharge FIM scores be interpreted as discharge 
modifying FIM scores, or as discharge FIM modifying scores? The correct 
analyses—noun versus verb, release from hospital versus body fluid, and 
discharge [FIM scores] versus [discharge FIM] scores—are so obvious to 
the human reader that we are typically not even consciously aware of the 
ambiguities. However, ambiguity is so pervasive in natural language that 
it is difficult to produce a sentence that is not ambiguous in some way, and 
the ambiguity that humans resolve so easily is one of the central problems 
that natural language processing must deal with.

The statistical properties of language would be much different if the same 
ideas were always presented the same way. However, one of the predomi-
nant features of human language is that it allows for an enormous amount of 
variability. Just as we saw that ambiguity is a fact at all levels of language, 
variability occurs at all levels of language as well.

On the most basic level, corresponding to the sounds of spoken language, 
we have variability in spelling. This is most noticeable when compar-
ing British and American medical English, where we see frequent vari-
ants like haematoma in British English versus hematoma in American 
English.

At the level of morphemes, or word parts, we see ambiguity in how words 
should be analyzed. Given a word such as unlockable (PMID 23003012), 
should we interpret it as [un[lockable]] (not capable of being locked), or as 
[[unlock]able] (capable of being unlocked)?

At the level of words, the phenomenon of synonymy allows for using 
different, but (roughly) equivalent, words. For example, we might see 
cardiac surgery referred to as heart surgery. One common type of 
synonymy comes from using abbreviations or acronyms, such as CAT for 
computed axial tomography. Of course, synonymy multiplies the chances 
for ambiguity—it is commonly the case that biomedical synonyms can have 
multiple definitions.

Variability exists at the syntactic level, as well. Consider, for example, how 
many syntactic constructions can express a simple assertion about binding 
between a protein and DNA:

n Met28 binds to DNA
n …binding of Met28 to DNA…
n Met28 and DNA bind…
n …binding between Met28 and DNA…
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4 CHAPTER 6 Biomedical Natural Language Processing and Text Mining

Of course, additional modifying material can make any one of these variants 
take many more forms:

n …binding of Met28 to DNA…
n …binding under unspecified conditions of Met28 to DNA…
n …binding of Met28 to upstream regions of DNA…

Ambiguity and variability together are the primary challenges that natural 
language processing applications face.

6.3  APPROACHES TO NATURAL LANGUAGE 
PROCESSING AND TEXT MINING

Two approaches to natural language processing and text mining dominate the 
field. They are known as rule-based or knowledge-based on the one hand, and 
statistical or machine learning based on the other. Although there are theoreti-
cal issues that may drive the individual researcher toward a preference for one 
or the other, we will focus on the practical aspects of choosing an approach.

Knowledge-based approaches to natural language processing make use of 
one or two sources of knowledge about the domain. Two kinds of knowl-
edge may be brought to bear on a natural language processing problem. 
One is knowledge about language and about how facts are typically stated 
in biomedical documents. Systems that make use of this kind of knowledge 
are known as rule-based systems. Rules may consist of linguistic patterns, 
for instance. The other kind of knowledge that may be used is real-world 
knowledge about the domain. For example, a natural language processing 
application may benefit from knowing that cancer is something that receives 
treatment, while phenobarbital is something that is used to perform treat-
ment. Natural language processing applications may make use of one or 
both of these types of knowledge.

Statistical or machine learning-based systems are based on providing a com-
puter application with a set of labeled training examples and letting it learn 
how to classify unseen examples into one or more classes. The classes will 
vary depending on the exact problem that we are trying to solve. For exam-
ple, a machine learning application might be presented with fifty examples 
of discharge meaning “release from hospital” and fifty examples of dis-
charge meaning “body fluid.” Based on features of the context in which 
the 100 examples appear, the application will learn how to classify a new, 
previously unseen example of discharge as having one meaning or the other.

From a practical perspective, most natural language processing systems 
are a hybrid of rule-based and machine learning-based approaches—to 
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56.3  Approaches to Natural Language Processing and Text Mining

paraphrase Oscar Wilde, natural language processing is never pure and 
rarely simple. The two approaches may be combined loosely or as tightly 
integrated components of the system. A typical example of loose combina-
tion is the use of machine learning to handle common examples with a rule-
based post-processing step to fix errors on more difficult cases. An example 
of tight combination would be to use rules as an integral part of the learning 
system. For example, a popular approach to parsing (i.e., syntactic analysis) 
is based on statistical properties of the head of the noun phrase (roughly, the 
main noun of a group of words that is centered on a noun, such as scores 
in discharge FIM scores). However, to determine which word in the noun 
phrase is the head noun, a set of simple heuristic rules is applied—e.g., 
removing any prepositional phrase that follows the noun.

Knowledge-based and machine learning-based approaches each have their 
advantages and disadvantages. Knowledge-based approaches can work 
because the linguistic rules and domain knowledge that they use are psycho-
logically, formally, and empirically real in some sense. They also have the 
advantage that they can be developed on the basis of intuition—we do not 
need a large set of training data to know that if discharge is preceded by a 
color, it is probably a noun and probably has the meaning “release from the 
hospital.” Knowledge-based approaches have the disadvantage that they can 
require considerable manual effort to build the rules and the necessary knowl-
edge bases. For example, it is likely that since the 1960s a majority of lin-
guists in the world have been working on the problem of English syntax, but 
we still do not have a comprehensive formal grammar of the English language 
on which there is wide consensus. Machine learning-based approaches have 
the advantage that no domain-specific knowledge is required to build them (at 
least in the case where features are kept simple). They can work well because 
some of the phenomena that we are interested in occur frequently enough to 
be statistically tractable. They have the disadvantage that it requires consider-
able effort to build the large bodies of training data that they require. They 
also have the disadvantage that the available data is often very sparse—some 
phenomena occur frequently, but it is the nature of natural language that an 
enormous number of phenomena occur very rarely. (Zipf’s law [55] describes 
this phenomenon.) This is especially an issue in biomedicine, where we care 
deeply about rare events—most people who present to the emergency depart-
ment with chest pain are not having a myocardial infarction, but we never 
want to miss the one who is. Often the choice between the two boils down to a 
financial one—will it be cheaper to invest time in building more rules, or will 
it be cheaper to invest time in labeling sufficient training examples? Again, 
the most common solution is two combine the two approaches. There is no 
evidence that one works better than the other in any objective sense.
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6 CHAPTER 6 Biomedical Natural Language Processing and Text Mining

6.4  SOME SPECIAL CONSIDERATIONS OF NATURAL 
LANGUAGE PROCESSING IN THE BIOMEDICAL 
DOMAIN

To date, most research in natural language processing has focused on 
“newswire text,” primarily because of its wide availability and the fact that 
various collections of newswire text with a variety of types of labels that we 
have already seen to be important (part of speech, word senses, syntactic 
structure, etc.) have been made available free of copyright considerations. 
Such work is generally considered to be “general domain” natural language 
processing. “Specialized domains,” such as the biomedical domain, pres-
ent both special problems and special opportunities for natural language 
processing.

Biomedical natural language processing generally deals with two genres of 
input texts: scientific journal articles and clinical documents. Scientific jour-
nal articles have a number of characteristics that make them difficult for natu-
ral language processing. One of these is the heavy use of parenthesized text. 
In general, parenthesized text poses problems for the syntactic analysis of sen-
tences. It also causes problems for finding the scope of “hedging” statements, 
which express uncertainty about a statement. Parenthesized material may 
be useful to scientists, but confusing to lay people. For these reasons, some 
systems delete parenthesized text. However, parenthesized text can also have 
a number of uses. Parenthesized text can be used for determining (and dis-
ambiguating) abbreviation meanings, gene names and symbols, establishing 
rhetorical relationships between papers, and various bibliometric applications. 
For this reason, it has been found useful to be able to classify the contents of 
parentheses into a variety of classes, including citations, data values, P-values, 
figures or table pointers, and parenthetical statements. Scientific papers also 
often contain crucial information in tables and figures, which are in general 
difficult for natural language processing applications to handle.

Clinical documents present a range of difficulties of their own. One promi-
nent example is the predominance of sentence fragments in many types of 
clinical documents. For example, No fever or chills is a typical example of a 
“sentence” in a clinical document. It is sentence-like in that it is an indepen-
dent unit and has sentence-final punctuation, but is unlike a sentence in that 
it contains no verb, subject, or object.

A useful way to begin thinking about the special aspects of biomedical text in 
general and clinical text in particular is to approach them from the viewpoint 
of the sublanguage. A sublanguage is a genre of language that has special 
characteristics as compared to the language from which it is derived (e.g., 
general English in the case of English-language medical documents). Various 
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76.4  Some Special Considerations of Natural Language Processing in the Biomedical Domain

researchers have focused on different aspects of sublanguages and how they 
differ from the related language. One commonly accepted characteristic is 
that in a sublanguage, there is a restricted semantic range of entities that are 
discussed and that can be the arguments of verbs or other predicators (an 
argument is a participant in the action of a verb or nominalization). Another 
characteristic of sublanguages is that they typically make use of a restricted 
set of lexical items and syntactic structures, as compared to the base language. 
Some disagreement exists over whether sublanguages are subsets of the base 
language or whether they also allow constructions that would not be consid-
ered grammatical (i.e., do not follow syntactic rules) in the base language.

The notion that there is a restricted semantic range of entities that are dis-
cussed in a sublanguage and that verbs have restrictions on the semantic 
classes of their arguments is important in natural language processing 
because it allows the use of inference in interpreting inputs [28,47]. For 
example, given an input like X-ray shows perihilar opacities and peribron-
chial thickening, we can make a number of inferences. One is that the X-ray 
refers to an X-ray of the lungs; another is that it is the patient’s lungs that 
have been examined by the X-ray. Another is that given a sentence like no 
fever or chills, we can infer that there was an event of measurement, and that 
the subject of the measurement was the patient.

The notion that sublanguages use a restricted set of the possible construc-
tions in the language suggests that it might be more tractable to process 
language that fits the sublanguage model, even if those constructions do not 
fit the normal syntactic rules of the language, simply because there are fewer 
constructions in total. So, although no fever or chills might present prob-
lems for a syntactic parser that was developed to process general English, 
we can write rules for parsing such constructions and hope for broad cover-
age because this is such a common construction in the clinical sublanguage.

In general, clinical sublanguage has a clear bearing on the theoretical ques-
tion of whether sublanguages are simply subsets of the general language or 
whether they contain additional elements, since clinical language is full of 
constructions like no fever or chills that clearly do not exist in general English.

One genre-specific problem that is receiving growing attention is the chal-
lenge of dealing with full-text scientific journal articles. The early history of 
applying biomedical natural language processing to scientific publications 
focused almost entirely on the abstracts of journal articles. These were con-
sidered to present sublanguage-like difficulties of their own. For example, 
early abstracts were typically restricted to a 500-word length, and authors 
were thought to utilize convoluted sentence structures to keep their abstracts 
within these limits. However, as the full text of journal articles began to 
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8 CHAPTER 6 Biomedical Natural Language Processing and Text Mining

become widely available, it quickly became apparent that they presented 
additional challenges that had not been confronted when language process-
ing focused on abstracts. For example, scientific articles typically contain a 
Materials and Methods section. These sections turn out to be the cause of 
rampant false positives for some types of language processing applications 
[8,51], such as gene mention systems (see below). For that reason, much 
early research tried to apply techniques to find such sections and exclude 
them from processing. A number of differences have been noted between 
abstracts and the full text of journal articles, a number of which have implica-
tions for natural language processing [19]. One example is the use of paren-
thesized text [16]. Parenthesized text is uncommon in abstracts. However, it 
is very common in the full text of journal articles. Parenthesized text poses 
problems for a number of both lower-level and higher-level processing tasks, 
such as syntactic parsing and finding the scope of indicators of uncertainty. 
Some researchers have attempted to deal with this by deleting parenthesized 
text entirely. However, parenthesized text sometimes contains content that 
is actually quite useful to interpreting the input. For example, parenthesized 
references to figures or tables are often good indicators that a sentence con-
tains highly reliable information or that it would be useful to include in a 
summary of the document. Parentheses may contain statistical values that 
could allow a system to assign weights to the certainty of an assertion in 
a sentence. They may contain data on the number of subjects in an experi-
ment that is important for use in constructing systematic reviews. They may 
contain important primary data, such as coordinate values for fMRI studies. 
Therefore, it is important to be able to classify the contents of parentheses 
before making a decision about whether to ignore it or, on the contrary, to 
try to extract it. Comparisons of the performance of language processing 
tools on abstracts versus full text have found degradations in performance on 
full text. For examples, gene mention systems typically perform worse, and 
sometimes much worse, on the full text of journal articles than on abstracts. 
Part-of-speech taggers also perform better on abstracts than on full text. 
Despite the presence of these and other complicating factors, it is clear that 
processing full text is important for a number of applications, and in fact can 
improve performance on information retrieval, so it is likely and important 
that research continue into the challenges of handling full text.

6.5  BUILDING BLOCKS OF NATURAL LANGUAGE 
PROCESSING APPLICATIONS

Text mining applications are often built as pipelines of components that 
perform specific, often low-level, processing tasks. Again, at each level, 
ambiguity and variability are issues.
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96.5  Building Blocks of Natural Language Processing Applications

6.5.1  Document Segmentation
Frequently, a necessary first step is segmenting an input document into sec-
tions. In the case of scientific publications, we often see some version of an 
introduction, materials and methods section, results section, discussion, and 
bibliography. In practice, the actual section structure can vary from journal 
to journal and from article type to article type within a journal. For example, 
systematic reviews will have a very different structure from research articles. 
One recent competition on natural language processing involving answering 
questions given a large body of journal articles—the 2006 Text Retrieval 
Conference genomics track—required writing 17 different document struc-
ture parsers for just the products of a single publisher. Within sections, fur-
ther processing may be necessary—for example, it is very useful to be able 
to identify figure and table captions. Different sections of a scientific journal 
article present different advantages and challenges. Materials and methods 
sections are a prime example. They are frequent sources of false positives 
for many kinds of natural language processing applications, including gene 
name finders and programs that look for evidence of Gene Ontology func-
tions. For this reason, many early biomedical natural language processing 
sections tried to identify materials and methods sections and ignore their 
contents. However, as work in the field has progressed toward doing a better 
job of establishing the context of assertions made in journal articles, it has 
been recognized that extracting methods from journal articles is an important 
task in and of itself, and researchers may now find themselves in the position 
of needing to find materials and methods sections and focus on them.

Clinical documents present a wide range of section-related issues. First of all, 
there are many distinct types of clinical documents. X-ray reports, pathology 
reports, ICU progress notes, cross-coverage notes, and discharge summaries 
are just a small sample of classes of clinical documents. Any hospital will 
produce a wide range of clinical documents. The structure of these docu-
ments will vary from hospital to hospital. Furthermore, the structure of these 
documents is likely to vary from department to department, and even from 
physician to physician within a department. This makes the diversity of doc-
ument structure parsers that need to be written for scientific journal articles 
seem simple. However, it is crucial to be aware of document structure when 
working with clinical documents. For example, finding a medication listed 
in the history section of a discharge summary carries very different connota-
tions from finding it in the treatment plan section of a discharge summary.

6.5.2  Sentence Segmentation
The standard unit of analysis in most natural language processing applica-
tions (and in linguistics in general) is generally the sentence. Following the 
determination of the structure of a document, the next step is often to split 
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10 CHAPTER 6 Biomedical Natural Language Processing and Text Mining

it into sentences. Even scientific journal articles present problems here. The 
conventions of general scientific writing sometimes violate general rules 
of sentence formation. For example, an abstract may contain text like the 
following:

INTRODUCTION: The development of acute coagulopathy of 
trauma (ACoT) is associated with a significant increase in  
mortality. (PMID 23272297)

A colon (:) would not normally be treated as sentence-final text. However, 
in this case, it clearly functions as a sentence-like boundary between 
INTRODUCTION and a sentence that begins The development of acute 
coagulopathy… A standard sentence segmenter will fail here, and a knowl-
edge-based system that is aware of the specifics of this specialized domain is 
probably necessary. Sentences in scientific journal articles also do not neces-
sarily start with upper-case letters. For example, when a sentence begins with 
a gene name or symbol and a mutant form of the gene is being discussed, 
the sentence may begin with a lower-case letter, as in p21(ras), a guanine 
nucleotide binding factor, mediates T-cell signal transduction through PKC-
dependent and PKC-independent pathways. (PMID 8887687) This violates 
a basic expectation of any standard sentence segmentation algorithm.

6.5.3  Tokenization
After segmenting the input into sentences, a common step is to segment 
those sentences. A token is any individual separable unit of the input. This 
will obviously include words, but also includes punctuation. For example, 
pathways. at the end of the previous example consists of two tokens, path-
ways and the sentence-final period.

Biomedical text shares some tokenization issues in common with general-
domain text. For example, the best treatment for negative contractions is an 
open question. Don’t can reasonably be separated into do and n’t, but how 
should won’t be handled? Biomedical text also presents many tokenization 
issues that are specific to the domain. For example, in medical text, +fever 
indicates the presence of fever, and the + and fever must be separated into 
distinct tokens to obtain the correct semantic interpretation (e.g., in contrast 
to –fever, which indicates the absence of fever), while H+ should be kept as 
a single token identifying a particular ion.

6.5.4  Part of Speech Tagging
Having identified the tokens, the next step is often to assign them a part of 
speech. This is essential if steps such as syntactic analysis will be attempted 
later. Natural language processing applications may recognize as many as 
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eighty parts of speech. We get from the eight parts of speech of our tradi-
tional education to the eighty parts of speech of natural language processing 
in part by subdividing the well-known parts of speech into finer subdivi-
sions. For example, the class of verbs may be subdivided into the separate 
parts of speech of bare verb, third person present tense singular verb, past 
tense verb, past participle verb, and present participle verb. (See [32] for a 
typical set of part-of-speech tags for natural language processing; the British 
National Corpus uses over a hundred tags.)

Part of speech tagging is much more domain-specific than might be expected. 
General-domain part of speech taggers do not work well on scientific journal 
articles, and part of speech taggers for just such textual genres have been 
developed. Part of speech tagging in clinical documents is even more fraught; 
it has been found that a part of speech tagger that works well for documents 
from one hospital may not work well for documents from another hospital.

6.5.5  Parsing
A final processing step may be parsing, or syntactic analysis. Various 
approaches to parsing exist. One of the fundamental differences is between 
shallow parsing and full parsing. Shallow parsing attempts to find groups 
of words that go together, typically focusing on a “head” word of a specific 
part of speech, such as a noun or verb, without attempting to determine the 
complete syntactic structure of a sentence. For example, given the sentence 
The development of acute coagulopathy of trauma (ACoT) is associated 
with a significant increase in mortality. (PMID 23272297), a shallow parser 
might try to produce the following output:

The development

of

acute coagulopathy

of

trauma (ACoT)

is associated

with

a significant increase

in 

mortality

.

In contrast, full parsing attempts to determine the complete structure of a 
sentence, identifying the phrases that a shallow parser would identify, but 
also showing the relationships between them.
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12 CHAPTER 6 Biomedical Natural Language Processing and Text Mining

Full parsers include constituency parsers and dependency parsers. 
Constituency parsers are focused on phrasal relationships and dominance 
and inclusion. In contrast, dependency parsers detect relationships between 
individual words, and classify the types of those relationships. Because 
those relationships include labels like subject, dependency parses are some-
times thought to be more direct reflections of the semantics of the sentence. 
Constituency parsing is much further developed than dependency parsing, 
and constituency parser output can be converted to a dependency parse 
representation.

6.6  ADDITIONAL COMPONENTS OF NATURAL 
LANGUAGE PROCESSING APPLICATIONS

The preceding building blocks are the basic components that are likely to 
be found in any text mining application. Other components, including word 
sense disambiguation, negation detection, temporal link detection, context 
determination, and hedging can be important parts of a system, as well.

6.6.1  Word Sense Disambiguation
Word sense disambiguation is the task of determining which of multiple 
“senses,” or meanings, a given token of a word has. An example is the noun 
discharge, discussed earlier. The word sense disambiguation task is some-
times divided into two classes—all-words word sense disambiguation and 
targeted word sense disambiguation. In all-words word sense disambigu-
ation, the goal of the system is to disambiguate every word in the text. In 
targeted word sense disambiguation, the system focuses only on specific 
words of interest.

A classic knowledge-based approach to word sense disambiguation is the 
Leskian paradigm [36]. The Leskian paradigm requires a dictionary. The 
intuition behind the Leskian paradigm is that given a sentence containing 
an ambiguous word and multiple definitions for that word, we calculate the 
similarity between the sentence and between the definitions. The most simi-
lar definition will belong to the correct sense of the word.

6.6.2  Negation Detection
Detection of negation is important both in scientific publications and in 
clinical documents. Failure to detect negation is a classic source of false 
positives in co-occurrence-based approaches to text mining, in which the 
occurrence of two concepts within some window of analysis (e.g., a sen-
tence or a journal article abstract) is assumed to indicate a relationship 
between those concepts. Many early studies on information extraction 
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simply ignored negation and removed negated sentences from their evalua-
tion data. However, negation detection is now a prominent focus of research 
in natural language processing. In clinical documents, negation detection 
is critical; one study found that about half of all clinical concepts in some 
classes of clinical documents are negated [11]. Depending on the report type, 
one or another type of negation might predominate. Constituent negation is 
the negation of a phrase, typically a noun phrase, e.g., no fever or chills. 
Proposition negation is the negation of an entire assertion—e.g., Patient 
has not had any previous surgery. Much domain-specific phraseology is 
used to indicate negation in clinical documents, such as the use of the verb 
deny, as in He denies any chest discomfort at this time. Interestingly, regular 
expressions have been found sufficient to identify negated clinical concepts 
in clinical documents [12]; this is in contrast to many linguistic phenomena, 
which require greater computational power than regular expressions.

6.6.3  Temporality
Detection of temporal relations is an important part of interpreting both sci-
entific publications and clinical documents. In scientific publications, it may 
be important to know when some event occurs relevant to some particular 
frame of reference, such as the cell cycle. In clinical documents, relative 
times between events is important as well. For example, if we are looking 
for adverse drug events, it might be important to know whether symptoms of 
a rash preceded or followed the administration of a medication.

Besides the granular level of relations between individual events, there is 
also a larger frame of reference for temporality, in which we try to dif-
ferentiate facts that are current, that are part of the patient’s history, or that 
are part of the family history. We discuss those separately under the topic 
of context.

6.6.4  Context Determination
The notion of “context” can refer to widely varying concepts in scientific 
publications and in clinical documents [13]. In scientific publications, it 
refers primarily to biological or experimental context. For example, a find-
ing reported in a paper may be true only at a specific pH, or in a specific 
growth medium, or in a specific cell line. Failure to extract context may 
decrease the willingness of biologists to trust the output of text mining 
applications. However, this aspect of context remains largely unexplored 
and is a very open area for research.

In clinical documents, context is more related to temporality. The most 
prominent aspects of context are the relationships between clinical concepts 
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14 CHAPTER 6 Biomedical Natural Language Processing and Text Mining

mentioned in a document and the patient’s current situation. For instance, a 
clinical concept may be true of the patient’s current condition, it may be true 
of the patient’s history with or without being true of the patient’s condition, 
or it may be an aspect of the patient’s family history.

6.6.5  Hedging
Hedging occurs when speakers qualify their statements in a way that allows 
them to not fully commit to their veracity [41]. This is a common phenom-
enon in clinical text, where we are often considering multiple diagnoses, 
possible findings, etc.

n treated for a presumptive sinusitis
n It was felt that the patient probably had a cerebrovascular accident 

involving the left side of the brain. Other differentials entertained were 
perhaps seizure and the patient being post-ictal when he was found, 
although this consideration is less likely

n R/O pneumonia

The phenomenon of hedging is a good illustration of the fact that we cannot 
assume that mention of a concept in a document implies the presence of that 
concept in the world. Not surprisingly, hedging cues can be ambiguous—
even or can be a device for hedging [41]:

n Findings compatible with reactive airway disease or viral lower respi-
ratory tract infection

n Nucleotide sequence and PCR analyses demonstrated the presence of 
novel duplications or deletions involving the NF-kappa B motif

Once a hedge has been detected, determining the scope of the hedging 
cue is a challenge. Hedges may even be multiply embedded, as in These 
results suggest that expression of c-jun, jun B, and jun D gene might be 
involved in terminal granulocyte differentiation or in regulating granulocyte 
functionality.

…which is analyzed in the BioScope corpus [52], which annotates negation, 
speculation, and their scopes, as:

These results <xcope id=“X7.5.3” ><cue type= “speculation” ref=“X7.5.3”> 
suggest </cue> that <xcope id= “X7.5.2”>expression of c-jun, jun B, and jun 
D genes <cue type= “speculation” ref= “X7.5.2”> might </cue> be involved 
<xcope id=“X7.5.1”>in terminal granulocyte differentiation <cue type= 
“speculation” ref=“X7.5.1” >or</cue> in regulating granulocyte functional-
ity </xcope></xcope></xcope>.
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156.7  Evaluation in Natural Language Processing

6.7  EVALUATION IN NATURAL LANGUAGE 
PROCESSING

Evaluation techniques in natural language processing falls into three general 
categories: evaluation against a gold standard, post hoc judging, and testing 
with a structured test suite.

Evaluation against a gold standard is the most common approach. Gold 
standard preparation is typically manual and labor-intensive. To evaluate 
the quality of a gold standard, one often has some or all of the gold stan-
dard marked by multiple annotators and then determines the extent to which 
the annotators agree with each other. If this inter-annotator agreement is 
high, it is generally taken as evidence that the task was well-defined, the 
guidelines are clear, and the task is actually tractable. Inter-annotator agree-
ment is sometimes taken as an estimate of the best possible performance for 
a natural language processing system. If inter-annotator agreement is low, 
we suspect that whether due to poor task definition, poor guidelines, or the 
inherent difficulty of the task, the gold standard itself is of poor quality.

Post hoc judging is often applied when a dataset is too large for every ele-
ment of it to be classified. For example, if given a set of over 100,000 clini-
cal documents and asked to retrieve all documents related to patients that 
fit particular criteria for cohort definition, the outputs of a system might be 
manually judged for correctness, rather than trying to classify all 100,000 
documents in advance.

Various metrics are used in the evaluation of natural language processing 
applications, depending on the task type. The most common ones are preci-
sion, recall, and F-measure.

Precision is the positive predictive value. It reflects how many of a system’s 
outputs are correct. It is defined as

…where TP is true positive outputs and FP is false positive outputs.

Recall is the sensitivity. It reflects how often a system found something if it 
was present in the input. It is defined as

…where FN is false negatives.

P =
TP

(TP + FP)
,

R =
TP

TP + FN
,
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16 CHAPTER 6 Biomedical Natural Language Processing and Text Mining

F-measure is the harmonic mean of precision and recall. It is usually defined as

The metrics of precision, recall, and F-measure have been applied to many 
types of natural language processing tasks. Many other metrics exist as well, 
some of them building on these basic measures. For example, an informa-
tion retrieval application might be evaluated with the P@10 metric, or preci-
sion for the top ten results returned by the system.

Structured test suites are used not to characterize overall performance, but to test 
software to bugs and to perform fine-grained evaluation of performance on par-
ticular classes of inputs. Structured test suites are discussed further in this chap-
ter within the section on software engineering in natural language processing.

Evaluation in clinical natural language processing has been plagued since 
the inception of the field by the lack of availability of publicly shareable 
data. Individual research institutions built their own gold standards that 
they were not allowed to share (usually due to protection of human subjects 
concerns), making it difficult to evaluate the quality of the evaluation and 
impossible to replicate work. One of the most important changes taking 
place in clinical natural language processing at this time is the changing of 
this situation, while still appropriately accommodating the necessary human 
subjects protections. Multiple initiatives to prepare shareable clinical gold 
standard data are in progress and stand to change the face of research into 
clinical natural language processing radically.

Evaluation of text mining as applied to scientific journal articles has profited 
from the availability of copyright-free texts and various community efforts 
to build gold standards. A number of these have been used in shared tasks 
that have had a large influence on the direction and progress of research 
in biomedical text mining. In a shared task, a group of participants agrees 
on a task definition, a gold standard for judging performance, and a set of 
metrics for quantifying performance. Then training materials are made pub-
licly available, the public is invited to work on the task, and all systems are 
judged on the same test data. Tasks are typically repeated for multiple years, 
allowing for improvement in performance.

6.8  PRACTICAL APPLICATIONS: TEXT MINING TASKS

6.8.1  Information Retrieval
One of the earliest text mining tasks was information retrieval. It remains 
one of the most commonly performed. Information retrieval is the task of 
finding documents relevant to some information need. In the global context, 

F = 2 ∗
P ∗ R

P + R
.
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176.8  Practical Applications: Text Mining Tasks

the best-known version of information retrieval is finding web pages with 
a search engine. In the biomedical domain, the analog is finding scientific 
journal articles. In a clinical context, it might consist of finding documents 
that establish that a patient can be ruled in or out of some cohort.

Early information retrieval required the assistance of a trained medical 
librarian who was familiar with indexing systems based on a fixed set of cat-
egories [26]. The availability of publications in electronic form made pos-
sible the first approach to automatic information retrieval—keyword search 
of the contents of a publication. The most basic approach to information 
retrieval is simple Boolean search. In this technique, the user enters one or 
more keywords. If a document contains the keyword(s), the system returns 
it. Ordering of results is likely to be by some aspect of the metadata about 
the document, such as publication date. For example, the PubMed search 
engine returns the newest documents at the top of the list.

More sophisticated approaches to information retrieval try to determine not 
just whether or not a document is relevant to the user’s information need, 
but how relevant it is, relative to other documents. The classic approach 
makes use of the concepts of term frequency and inverse document fre-
quency. The intuition behind term frequency is that the more often a key-
word occurs in a document, the more relevant that document is to the user. 
The intuition behind inverse document frequency is that the more docu-
ments a keyword occurs in, the less useful it is in determining relevance 
and therefore the less it should be weighted in calculating relevance. To 
give an extreme example, the word the probably occurs in every document 
in PubMed, so if it occurs in a query, we should give it no weight in decid-
ing whether or not a document is relevant to the user. (In practice, words 
like the are called stopwords and are generally removed from consideration 
in queries altogether.)

One heavily studied aspect of information retrieval in the general domain 
and in the biomedical domain has been the issue of synonymy. Many 
approaches to biomedical information retrieval have struggled to find large-
scale, publicly available knowledge resources that could be used for query 
expansion—automatically adding synonyms to a query in an attempt to 
increase recall. The verb struggle is used here deliberately, because in gen-
eral the approach has been difficult to implement. As in the general domain, 
there is the phenomenon that every new word added to the query adds to the 
potential for polysemy (multiple meanings of words—a source of ambigu-
ity). In the biomedical domain there is the additional problem that many of 
the publicly available resources for query expansion contain a considerable 
amount of cruft and can only be used with very careful attention to which 
synonyms and what kinds of synonyms are utilized.

p0310

p0315

p0320



Cohen 978-0-12-401678-1

To protect the rights of the author(s) and publisher we inform you that this PDF is an uncorrected proof for internal business use only by the author(s), 
editor(s), reviewer(s), Elsevier and typesetter SPS. It is not allowed to publish this proof online or in print. This proof copy is the copyright property of 
the publisher and is confidential until formal publication.

B978-0-12-401678-1.00006-3 00006

18 CHAPTER 6 Biomedical Natural Language Processing and Text Mining

6.8.2  Named Entity Recognition
Named entity recognition is the task of finding all mentions of some seman-
tic class in text. The original semantic classes were people, places, and orga-
nizations, leading to the “named entity” categorization. In more recent years 
within the biomedical domain, the type of semantic class has broadened 
very widely, to include things like biological processes or molecular func-
tions that are not clearly either named or entities. Nonetheless, the terminol-
ogy has remained.

In the domain of scientific journal articles, the classic named entity recogni-
tion task has been finding mentions of genes and proteins. The first system 
to attempt this was rule-based [24], but machine learning approaches long 
ago came to dominate the field. One of the early surprising findings of this 
research was that having a dictionary of gene names as a resource was of 
no help unless one’s system had terrible performance without the diction-
ary [54]. Systems for named entity recognition of genes and proteins use 
features that are common to named entity recognition systems in general. 
However, they also typically incorporate many features related to typogra-
phy and orthography, to reflect the varied forms that gene names can take, 
such as including Arabic numerals, Roman numerals, hyphens, parentheses, 
Greek letters, etc.

The highest-performing systems have generally been differentiated from the 
average system by their ability to get gene name boundaries correct. Most 
systems can find at least part of a gene name; the best systems then employ 
a variety of tricks to extend the boundary of the candidate gene name to the 
left or right until the actual boundaries are found.

As the field has matured, the number of semantic classes that named entity 
recognition systems have attempted to recognize has increased consider-
ably. Table 6.1 lists a variety of these semantic classes.

In the clinical domain, it has been difficult to separate the problem of named 
entity recognition from the problem of named entity normalization. We turn 
to this topic in the next section.

6.8.3  Named Entity Normalization
Given some semantic class of a named entity, it may not be sufficient sim-
ply to recognize when one is mentioned in text (the named entity recog-
nition task). Rather, it is often desirable or necessary to map that named 
entity to some entity in a database, or to some concept in a controlled 
vocabulary.
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In the clinical domain, a wide variety of controlled vocabularies have devel-
oped over the years. These have a wide range of sometimes very specialized 
uses, ranging from billing, classifying diagnoses for epidemiological pur-
poses, and dictating pathology reports, to indexing scientific literature. We 
can consider all members of any one vocabulary as constituting named enti-
ties for the purpose of named entity recognition. However, for a text mining 
system to be useful, it is crucial that systems not just recognize mentions of 
these named entities, but determine which entity it is.

For many years, the standard tool for doing this with clinical text has been 
MetaMap [2,3]. MetaMap takes as its input a set of biomedical vocabular-
ies (typically the entire Unified Medical Language System Metathesaurus, 
although it can be used with other vocabularies, and can also be config-
ured to output only concepts from a specific vocabulary) and some text. 
In that text, MetaMap finds all mentions of concepts from the biomedical 
vocabularies, outputting the identifier of that concept (i.e., normalizing it) 
and giving a measure of confidence in the recognition and normalization. It 
also includes options of performing word sense disambiguation, negation 
detection, and other advanced features.

MetaMap begins by performing a shallow parse of the input. For each 
phrase, many variant forms are calculated, manipulating such things as 
inflectional morphology, derivational morphology, acronym generation, and 

Table 6.1 Semantic classes of named entities in biomedicine. 
Adapted from Jurafsky and Martin.

Semantic Class Examples Citations

Cell lines T98G, HeLa cell, Chinese hamster ovary 
cells, CHO cells

[48]

Cell types Primary T lymphocytes, natural killer 
cells, NK cells

[31,48]

Chemicals Citric acid, 2-diiodopentane, C [20]

Drugs Cyclosporin A, CDDP [44]

Genes/proteins White, HSP60, protein kinase C, L23A [49,54]

Malignancies Carcinoma, breast neoplasm’s [30]

Medical/clinical 
concepts

Amyotrophic lateral sclerosis [2,3]

Mouse strains LAFT, AKR [9]

Mutations C10T, Ala64 → Gly [10]

Populations Judo group [53]
t0005
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spelling variants, as well as identifying parts of phrases that can commonly 
be ignored. MetaMap then tries to match the various forms to terms from 
the various biomedical vocabularies. Potential candidates are scored on four 
characteristics:

n Whether or not the head noun matches.
n The edit distance between the phrase and the potential candidate.
n How much of the phrase and of the potential candidate match each 

other, ignoring gaps.
n How much of the phrase and of the potential candidate match each 

other, not ignoring gaps.

Although MetaMap was originally developed for clinical texts, it has been 
found to be applicable to scientific journal articles, as well. Furthermore, 
although it has been claimed that MetaMap is appropriate only for offline 
processing due to its execution speed, it is also available as a Java API that 
has been successfully deployed for relevance ranking. MetaMap has also 
been proposed as an appropriate baseline for cohort retrieval studies [17]; 
although most groups that have worked in this area have found the Lucene 
API to be a difficult baseline to beat, MetaMap can do so. (Lucene is a pub-
licly available application programming interface for building search appli-
cations. It includes classes for representing documents and queries, methods 
for building and searching indexes, etc.)

In the biological domain, the predominant target for normalization has been 
genes and proteins. This has become known as the gene normalization task. 
The earliest work in this area applied techniques from descriptive linguistics 
to determine what parts of gene names and symbols are most meaningful 
and what parts can be ignored in normalization, by examining large num-
bers of gene names and symbols from the Entrez Gene database (LocusLink 
at the time) [18]. The general approach was to account for how often par-
ticular linguistic, typographic, positional, and orthographic features were 
associated with contrast and how often they were associated with variabil-
ity. Contrast occurs when a feature is used to mark the difference between 
two different genes. For example, two different numbers at the right edge 
of a gene name or symbol most likely indicate that two different genes are 
being referred to, and should not be ignored in the normalization process. 
Variability occurs when a feature does not indicate a difference between 
two different genes in the database. For example, whether a Roman numeral 
or an Arabic numeral is used typically does not mark a difference between 
two different genes, but rather may typically be used freely to indicate the 
name of the same gene. Such differences can be ignored in the normaliza-
tion process.
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This early work was based entirely on the contents of the database. 
Subsequent work moved to the next step, mapping from mentions in text 
to entities in a database. The field moved gradually from easier to more 
difficult formulations of the problem, but even the easier formulations of 
the problem were instructive. In early work, the task was, given a database 
of genes for some species and a set of documents, to produce the database 
identifiers for all genes mentioned in the document. Note that mention-level 
accuracy is irrelevant here—scoring is on the basis of the document. For 
example, given a document that mentions X, Y, and Z, the system must real-
ize that Y and Z refer to the same entity in the database and that only two 
gene identifiers should be returned. These early studies artificially inflated 
performance, since the species was a given. (Many genes with the same 
name exist in different species—at least 22 species in EntrezGene have the 
BRCA1 gene.) However, the results were illustrative. The first work focused 
on the species yeast, fly, and mouse [27]. Most systems were able to perform 
quite well on yeast, with F-measures in the 0.90s frequently achieved. In 
contrast, performance on mouse was significantly lower, and performance 
on fly was both lower and all over the map. These early findings led to the 
hypothesis that length was a contributor to the difficulty of gene normaliza-
tion. Subsequent work on human genes showed similar results to the early 
work on the mouse [42]; the two species have similar gene names, support-
ing the initial analysis.

After going through the period where species were known a priori, research 
in gene normalization progressed to the next step—normalization of genes 
in documents containing mentions of arbitrary species [39]. This required 
the development of systems capable of recognizing species first; then the 
task is to relate a mention of a gene to the species. This is often complicated 
by the fact that a single paper may mention any number of species.

6.8.4  Information Extraction
Information extraction, also known as relation extraction, is the task of find-
ing relationships between things that are mentioned in text. For example, we 
might want to find proteins that interact with other proteins, or genes that 
are related to specific diseases. Information extraction requires the ability to 
perform named entity recognition or named entity normalization, but adds 
the ability to characterize relationships between named entities.

In the biological domain, the earliest work in information extraction was 
on finding protein-protein interactions. From the very beginning, research-
ers took both rule-based and machine learning-based approaches. The 
first machine learning approach [21] assumed that protein names could be 
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identified by dictionary look-up, found sentences that contained two pro-
tein names, and used a simple bag-of-words representation and a Bayesian 
classifier to classify sentences as asserting or not asserting a relationship 
between the two proteins. The first rule-based approach [6] also assumed 
that proteins could be identified by dictionary look-up, and used simple 
regular expressions to recognize assertions about protein-protein interac-
tions. Both rule-based and machine learning-based systems continue to be 
used to this day. The rule-based OpenDMAP system [29] has outperformed 
other systems in the BioCreative shared task on two occasions, once using 
manually constructed rules [4] and once using automatically learned rules 
[25]. Most systems now employ support vector machines and a much more 
elaborate set of features than the earliest machine learning-based systems, 
typically employing a dependency parse. This approach has been dominant 
in the BioNLP-ST shared tasks [33,34].

Methods for evaluating information extraction systems have varied in differ-
ent research programs. The first machine learning-based system for detect-
ing protein-protein interactions was evaluated based on a “lightly annotated” 
gold standard, constructed not manually but by automatic extraction from 
databases. The first rule-based system was evaluated based on its ability to 
reconstruct two known protein interaction pathways in Drosophila. Recent 
work has seen evaluations in which protein-protein interaction databases 
withhold manually curated data, releasing only the publications that they 
used to find these interactions; then systems are tested on the held-out data, 
which is subsequently released to the public.

Information extraction has been attempted for a variety of types of relation-
ships. It is difficult to compare performance in these cases, since it is likely 
that some types of relationships are simply more difficult to extract than 
others. Table 6.2 gives examples of some of the types of relationships that 
have been attempted.

Table 6.2 A sample of information extraction tasks.

Protein and cellular component [21]
Protein binding [35]
Drugs, genes, and diseases [44]
Disease and treatment [45]
Inhibition relations [43]
Protein transport [38]
Cell types and gene expression [29]
Genes and keywords [14]
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Early work in information extraction, primarily carried out as part of the 
Message Understanding Conferences, dealt with filling multi-part templates 
with many information components. However, when information extraction 
work began in the biological domain, it tended to deal with simple binary 
relations—one single relation type between two entities, whether of the 
same or different semantic classes. These were typically genes or proteins, 
and the most common relation type was undifferentiated interaction.

Later advances in the field included work in which an attempt was made to 
extract multiple types of binary relationships [45]. The participants were 
always diseases and treatments, and the relationships between them were 
always binary, but the system attempted not just to recognize relationships, 
but also to identify what the type of relationship between them was:

n Treatment CURES disease.
n Treatment PREVENTS disease.
n Disease is a SIDE EFFECT of treatment.
n Treatment DOES NOT CURE disease.

In later work, this approach was extended to the protein-protein interaction 
domain; they differentiated between ten different relationship types [46].

A further advance in the field was to go beyond binary relationships to rela-
tionships with multiple participants. An example of this was work on protein 
transport [5,29], in which the goal was to extract four participants in a given 
relation:

n A transported protein.
n The transporting protein.
n The origin of the transported protein.
n The destination of the transported protein.

The most recent work on information extraction in the biological domain has 
evolved toward an event recognition model [33,34]. This representation mod-
els assertions about relationships as events, with participants that are in some 
relationship to each other. The model has been extended to single-participant 
events (e.g., gene expression), two-participant events (e.g., protein binding), 
and events that can have other events as participants—e.g., as causes of some 
event. Performance declines as one proceeds along this continuum.

In the clinical domain, MedLEE [23] is an example of an information extrac-
tion system that has been specialized for a number of applications, including 
extraction of elements of radiology reports, adverse event discovery, breast 
cancer risk, and associations between diseases and drugs.
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MedLEE is a rule-based system that makes use of a semantic grammar 
and a limited amount of syntactic structure. Semantic grammars can mix 
terminals and non-terminals and can have semantically typed non-ter-
minals. Semantic types in the MedLEE grammar that is applied to radi-
ology reports include bodily location, radiology finding, device, disease, 
position, procedure, and technique. MedLEE also makes use of a limited 
syntactic grammar to handle difficult linguistic constructions such as 
coordination and relative clauses. An example of a very abstract semantic 
pattern is DEGREE + CHANGE + FINDING—e.g., mild increase in con-
gestion. The developers make the theoretically controversial assumption 
that the nature of the sublanguage and the restricted set of semantic rela-
tions that it can express limits normal ambiguity, so that, for example, in the 
DEGREE + CHANGE + FINDING pattern, we can always imply the inter-
pretation that the degree modifies the change (mild increase) and these in 
turn modify the finding. After applying the semantic parser, MedLEE nor-
malizes recognized concepts to a controlled vocabulary. The exact vocabu-
lary depends on the application.

The following shows an example of MedLEE output. Some things to notice 
about this output are:

n The sentences have been through shallow parsing (see above).
n The system finds the concept codeine and recognizes that it is a change 

to the patient’s situation, specifically a prescription.
n In the same sentence, discharge is analyzed as an expression of tempo-

rality and is correctly identified as the time for provision of codeine.
n In the second sentence, discharge is correctly identified as a problem.
n In the same sentence, purulent and yellow are correctly identified as 

modifiers of discharge.

<tt><sent id =  “s1”>Patient <phr id = “p4”>was</phr> 
<phr id

= “p6”>prescribed</phr> <phr id = “p8”>codeine</phr> 
<phr id 

= “p10”>upon</phr> <phr id = 
“p12”>discharge</phr>.</sent><sent id = “s2”>
 
The <phr id = “p18”>discharge</phr> <phr id =
“p20”>was</phr> <phr id = “p22”>yellow</phr> and  
<phr id = 

“p26”>purulent</phr>.</sent></tt>
 
med:codeine
      certainty>> high
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          idref>> 4
      change>> prescription
          idref>> 6
      idref>> 8
      parsemode>> mode1
      sectname>> report unknown section item
      sid>> 1
      timeper>> discharge
          idref>> 12
          reltime>> on
              idref>> 10
 
problem:discharge
      certainty>> high
          idref>> 20
      descriptor>> purulent
          idref>> 26
      descriptor>> yellow
          idref>> 22
      idref>> 18
      parsemode>> mode1
      sectname>> report unknown section item
      sid>> 2

6.8.5  Summarization
Summarization is the task of taking one or more input texts and producing an 
output text that is shorter than the input(s) and preserves the important infor-
mation in it [40]. A number of questions immediately present themselves, 
such as how short is useful and what counts as important. Summarization is 
useful both in the biological domain, where over 65,000 publications men-
tion the single gene p53, and in the clinical domain, where a single patient’s 
health record might run to volumes in length.

Two approaches to summarization exist. Extractive summarization selects 
text from the input and uses it as output. Abstractive summarization does 
not output original input text, but rather extracts some aspect of the meaning 
of the input and outputs it in altered form. Extractive summarization is the 
most common.

One interesting biological application that combines information extraction 
and summarization is Chilibot [14]. Chilibot was originally designed for 
analyzing gene lists produced by high-throughput assays such as microarray 
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experiments. Given a list of gene names and optionally keywords, Chilibot 
produces a graph showing which genes interact with each other. A number 
on each link shows the number of publications in which evidence was found 
for the interaction. For each interaction, the application has a separate win-
dow that characterizes the specific type of the interaction and then displays 
the best sentence providing evidence for the interaction.

6.8.6  Cohort Retrieval and Phenotype Definition
One natural application of text mining is in ruling patients in or out of cohorts 
for clinical trials and in refining phenotypes for translational research. As an 
example of the latter, one study in genetic associations of pulmonary fibro-
sis found no genes associated with the disease. Narrowing of the phenotype 
was attempted. A diagnosis of pulmonary fibrosis in the medical record 
was not sufficient; other attributes were considered, which in 7% of cases 
required manual review of the health record. With this narrowing of the 
phenotype, 191 genes associated with the disease were uncovered [7,50]. If 
that step of manual review were automated, many more patients could be 
screened for inclusion in such studies.

The TREC Electronic Medical Record track [53] sponsored an evaluation of 
technologies for finding patients who could be ruled into or out of cohorts 
for clinical effectiveness studies. Participants were given a set of over 
100,000 clinical documents and a set of 35 queries specifying particular 
types of patients. These queries presented a number of challenges for natu-
ral language processing that were simultaneously opportunities to showcase 
the power of natural language processing, since these challenges also make 
retrieval based on fielded data surprisingly difficult.

n Patients with hearing loss.
n Patients with complicated GERD who receive endoscopy.
n Hospitalized patients treated for methicillin-resistant Staphylococcus 

aureus (MRSA) endocarditis.
n Patients diagnosed with localized prostate cancer and treated with 

robotic surgery.
n Patients with dementia.
n Patients who had positron emission tomography (PET), magnetic 

resonance imaging (MRI), or computed tomography (CT) for staging 
or monitoring of cancer.

n Patients with ductal carcinoma in situ (DCIS).
n Patients treated for vascular claudication surgically.
n Women with osteopenia.
n Patients being discharged from the hospital on hemodialysis.
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n Patients with chronic back pain who receive an intraspinal pain-medi-
cine pump.

n Female patients with breast cancer with mastectomies during 
admission.

n Adult patients who received colonoscopies during admission which 
revealed adenocarcinoma.

n Adult patients discharged home with palliative care / home hospice.
n Adult patients who are admitted with an asthma exacerbation.
n Patients who received methotrexate for cancer treatment while in the 

hospital.
n Patients with Post-traumatic Stress Disorder.
n Adults who received a coronary stent during an admission.
n Adult patients who presented to the emergency room with with anion 

gap acidosis secondary to insulin dependent diabetes.
n Patients admitted for treatment of CHF exacerbation.
n Patients with CAD who presented to the Emergency Department with 

Acute Coronary Syndrome and were given Plavix.
n Patients who received total parenteral nutrition while in the hospital.
n Diabetic patients who received diabetic education in the hospital.
n Patients who present to the hospital with episodes of acute loss of 

vision secondary to glaucoma.
n Patients co-infected with Hepatitis C and HIV.
n Patients admitted with a diagnosis of multiple sclerosis.
n Patients admitted with morbid obesity and secondary diseases of diabe-

tes and or hypertension.
n Patients admitted for hip or knee surgery who were treated with anti-

coagulant medications post-op.
n Patients admitted with chest pain and assessed with CT angiography.
n Children admitted with cerebral palsy who received physical therapy.
n Patients who underwent minimally invasive abdominal surgery.
n Patients admitted for surgery of the cervical spine for fusion or 

discectomy.
n Patients admitted for care who take herbal products for osteoarthritis.
n Patients admitted with chronic seizure disorder to control seizure 

activity.
n Cancer patients with liver metastasis treated in the hospital who under-

went a procedure.

Challenges include specifications of temporal relationships, such as in the 
hospital representing a time span; abbreviations, whether with or without 
definitions in the body of the query; and the requirement for inference, as in 
the case of specifying adults.
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Many participants found it difficult to beat the baseline of an out-of-the-box 
application of the Lucene information retrieval API. The highest-performing 
system [22] illustrated some of the points that have been discussed elsewhere 
in this chapter. It modeled queries as questions, mapping their components 
to the evidence-based medicine clinical question frame of patient/problem, 
intervention, comparison, and outcome. A robust document structure parser 
was built, and specific elements of the clinical question frame were searched 
for in specific document sections. Concept recognition was done with 
MetaMap, and queries were then carefully expanded. It is also probably 
important that the system-builders increased the amount of “training data” 
considerably by working with a clinician to generate more queries than were 
provided by the task organizers. In any case, the resulting system achieved a 
P@10 of 0.73, while a baseline Lucene system managed only 0.44.

6.9  SOFTWARE ENGINEERING IN NATURAL 
LANGUAGE PROCESSING

Years of research into both biological and clinical natural language process-
ing have advanced our knowledge of the practical and theoretical issues to 
the point where practical, useful applications can now be built. However, 
a number of issues must be dealt with in turning a research project into 
a deployed application. These include issues of architecture, scaling, and 
software testing and quality assurance.

6.9.1  Architectures
The typical text mining application is built as a pipeline of linearly ordered 
natural language processing components. The order of components discussed 
earlier in this chapter would constitute a typical pipeline. This may seem 
obvious, but architectures have been proposed in which no commitment is 
made to earlier stages of analysis until later stages of analysis have been con-
sidered. For instance, given an input like Discharge patient to skilled nursing 
care, such a system might not assign a part of speech to discharge until it 
has reached a decision about whether or not the sentence is an imperative. 
However, such systems remain largely in the research stage. (Hidden Markov 
Models make optimal sets of decisions, rather than isolated decisions, but 
this is a different matter from systems that defer decisions until later expecta-
tions are met, or not.) A typical early system might store the output of each 
processing step in a file and use a scripting language to launch successive 
applications.

More recent work has seen the emergence of architectures that streamline pas-
sage of data from one processing component to another. One example of such 

p0480

s0125

p0485

s0130

p0490

p0495



Cohen 978-0-12-401678-1

To protect the rights of the author(s) and publisher we inform you that this PDF is an uncorrected proof for internal business use only by the author(s), 
editor(s), reviewer(s), Elsevier and typesetter SPS. It is not allowed to publish this proof online or in print. This proof copy is the copyright property of 
the publisher and is confidential until formal publication.

B978-0-12-401678-1.00006-3 00006

296.9  Software Engineering in Natural Language Processing

an architecture is the Unstructured Information Management Architecture 
(UIMA). Although it has its weaknesses, it illustrates the power of a very 
simple design system for assembling pipelines. UIMA components never 
alter the original input data file. Rather, all of their output is generated with 
respect to character offsets in that original file. This is the central principle 
of UIMA. This very simple “contract” between processing components—to 
communicate all results from one “Analysis Engine” (AE) to another by 
means of character offsets into the original data file—is sufficient to allow 
the assemblage of applications as complex and powerful as IBM’s Watson. 
UIMA accretes output from successive analysis engines in a data structure 
called a Common Analysis Structure (CAS). A CAS is created for each input 
document, and the CAS is passed along the pipeline from analysis engine 
to analysis engine, accumulating outputs as it goes. Finally it is passed to a 
component known as a “CAS consumer,” which turns the final output into 
the desired product. It should be noted that although UIMA is a Java-based 
architecture, Analysis Engines can call applications written in any program-
ming language.

Competitors to UIMA exist, such as GATE and the BioCreative project on 
software communicability. They differ in details such as how information 
is passed from processing component to processing component, with the 
BioCreative initiative favoring a file-based approach. However, increasingly 
the momentum in architecture design is toward non-destructive processes 
that pass along information in terms of character offsets.

One of the major design issues in text mining is whether an application is 
meant to run in batch mode or whether it can produce real-time results. The 
vast majority of applications process documents offline in batch mode. This is 
sufficient for many applications, such as aiding in the interpretation of high-
throughput data analysis. However, if text mining is to find a role in the clinic, 
faster applications capable of real-time processing will have to be built.

Another major architectural issue in text mining, particularly in the clinical 
domain, is the integration of natural language processing applications into 
larger software contexts. The current trend toward electronic health records 
is both an opportunity and an obstacle to the implementation of natural lan-
guage processing in clinical contexts. The multiplicity of electronic health 
record systems in the past posed a largely intractable problem for deploying 
text mining systems that integrated with the health record. However, as the 
industry has come to be dominated by a much smaller number of players, 
new opportunities arise to focus on a much smaller number of targets, mak-
ing deployment of text mining systems that interface with the electronic 
health record increasingly plausible.
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6.9.2  Scaling
Part of the effort to extend work in the field beyond research prototypes has 
involved dealing with issues of scale. This is most obviously an issue in the 
case of systems that aim to do information extraction or other higher-level 
tasks from all of MEDLINE. However, it is often not the higher-level tasks 
that present the biggest bottlenecks, but the lower-level processing tasks. 
For example, running a typical syntactic parser over a MEDLINE abstract 
might take a minute and a half. Multiplied by all of MEDLINE, this would 
take close to 21,000 days.

Various approaches to such scaling issues exist. One is to reduce the num-
ber of inputs. For example, an experiment on extracting assertions about 
gene expression might run all MEDLINE abstracts through a gene mention 
system first—gene mention systems typically run on the order of 15 s per 
abstract—and then only parse those abstracts that contain a mention of 
a gene name. Search-based filters can be even more efficient—for exam-
ple, if we know that we are only interested in lung disease, we can begin 
with an information retrieval step that retrieves only documents that men-
tion some word related to the lungs. Often this will not be possible, how-
ever—for example, unlike words related to “lung,” gene names cannot be 
enumerated.

Where inputs cannot be filtered or otherwise reduced, software engineer-
ing approaches are required. These typically involve parallel and distrib-
uted programming. These can be difficult skills to master, and a number of 
solutions have been developed to simplify the task of running an applica-
tion in such a fashion. As one example, the UIMA Asynchronous Scaleout 
(UIMA-AS) architecture allows a UIMA processing task to be deployed 
across multiple machines or across multiple processes within a single 
machine. The typical UIMA pipeline works on a single document collection 
as input and aggregates outputs via a single CAS Consumer. When UIMA 
Asynchronous Scaleout is used, the capability of using a single document 
collection as input is maintained. Separate instances of the various Analysis 
Engines can be started as separate processes, with multiple CASes being 
passed between them. At the end of processing, the multiple CASes are 
handled by a single CAS consumer, enabling the production of unified out-
put for the single input document collection. UIMA Asynchronous Scaleout 
allows specifying options for error recovery.

A more generalized solution is exemplified by the MapReduce approach. 
The intuition behind MapReduce is to abstract apart the problems of run-
ning the application (in this case, but not necessarily, a language process-
ing application) and aggregating the results [37]. A similarity to the goals 
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of UIMA Asynchronous Scaleout will be apparent. The mapping function 
shepherds an input through various processing steps via the simple data 
structure of the key/value pair. The reduce function performs the final step 
of aggregating outputs from intermediate processing steps that share the 
same key. Hadoop is a popular Java implementation of the MapReduce 
functionality. Like UIMA, although it is written in Java, Hadoop allows call-
ing applications written in any language.

6.9.3  Quality Assurance and Testing
Evaluation of natural language processing software in terms of global per-
formance metrics like precision, recall, and F-measure is relatively well-
understood. Such evaluation is the standard for publication and is useful 
for broad comparisons between systems. However, an enormous amount of 
detail about the specifics of what a system is good at and what it is bad at can 
be lost in these global performance metrics. Granular evaluation of natu-
ral language processing applications requires approaches that have more in 
common with software testing than with tweaking a system to maximize the 
value of some figure of merit.

In addition, natural language processing software is software like any other, 
and as such requires testing. This is true both for deployable systems and 
for research prototypes. In the case of deployable systems, although natural 
language processing software is not considered a medical device and is not 
subject to the legal provisions of Section 201(h) of the Federal Food, Drug, 
and Cosmetic Act, Title 21 of the Code of Federal Regulations Part 820, or 
61 Federal Register 52602, there is an ethical requirement to ensure that any 
software that affects patients or health decision-making or research is of the 
highest possible quality. In the case of research prototypes, software testing is 
still of paramount performance. Buggy software is not behaving as intended, 
and as such it does not test the hypothesis that the researcher thinks it is 
testing. As Rob Knight has put it, “For scientific work, bugs don’t just mean 
unhappy users who you’ll never actually meet: they mean retracted publica-
tions and ended careers. It is critical that your code be fully tested before 
you draw conclusions from results it produces” (personal communication).

Taking a testing approach to natural language processing software serves 
the dual purposes of granular evaluation of performance that is more reveal-
ing than global performance metrics, and of finding bugs. However, testing 
and quality assurance for natural language processing applications presents 
challenges that differ from the normal software testing situation.

Software testers often say that “software is different,” by which they mean 
that testing it presents different engineering challenges than the ones 
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presented in a typical product testing situation. In most quality assurance, 
the relationship between cause and effect is clear. We can relate the per-
centage of broken light bulbs dropped from various heights to the resulting 
impact quite clearly. However, software is characterized by often unclear 
relationships between components, and it is often a mystery why perturbing 
a parameter in one part of the system should affect the function of some 
seemingly independent part of the system. Language is similar to software 
in this respect—it is characterized by interactions between different com-
ponents of the grammar that are often obscure, difficult to detect, and more 
difficult to understand.

The solution is to approach a natural language processing application as if it 
were an unknown language. A body of techniques for doing this exists in the 
field of descriptive linguistics. The process of eliciting data that will provide 
insight into an unknown language turns out to have an enormous amount in 
common with constructing a test suite using the techniques of software test-
ing. Application developers will find it helpful to obtain the assistance of a 
linguist in assembling test data for text mining systems.

Software test suites and instruments for investigating unknown languages 
are constructed by the same set of principles. One attempts to delineate the 
components of the system and the ways that they can interact. In the case of 
language, this constitutes the parts of the language and the contexts in which 
they can occur. For example, in testing a named entity recognition system 
for genes, one might enumerate the features of gene names and the contexts 
in which they can appear in sentences.

In testing an application, we want to explore the parameter space of the possi-
ble inputs as fully as time and resources allow. An important part of construct-
ing a test suite is to be sure to include both expected and unexpected inputs. 
As an example of an unexpected input, for a function that takes two numbers 
as its inputs we might pass in letters instead of numbers, or null values.

As suggested above, time and resources for testing (and software devel-
opment in general) are finite. However, the number of possible test inputs 
for any non-trivial software program is demonstrably infinite. The art and 
science of software testing therefore consists in part of determining the set 
of test inputs that is most likely to actually uncover bugs (or elucidate per-
formance in a more fine-grained fashion than traditional metrics, with the 
maximum of efficiency). One approach to doing this is to determine how 
to partition inputs into equivalence classes. An equivalence class is a set of 
inputs that are all likely to uncover the same bug. We then pick a small num-
ber of inputs from the (probably large number of) members of the equiva-
lence class.
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One approach to guiding software testing is to attempt to execute all of code 
that has been written. This is more complex than it sounds. Code coverage 
is a measure of what percentage of the code is executed by a test suite. There 
are various measures of code coverage, including line coverage (the per-
centage of lines of code that are executed), branch coverage (the percentage 
of paths through the logical flow of the program that have been executed), 
and others. Line coverage is actually a relatively weak indicator of code 
coverage; branch coverage is a better indicator.

The intuition behind code coverage is that if code is not executed, then we 
will not discover any bugs that it might hold. One might assume that the 
way to maximize code coverage in natural language processing applications 
is to run the largest possible amounts of data available through the system. 
This turns out not to be the case. One study compared the code coverage 
achieved by running a very large corpus through a natural language process-
ing application with the code coverage achieved by running a moderately 
sized test suite written according to principles of linguistics and software 
testing through the application [15]. The results showed that much higher 
coverage was achieved with the test suite than with the very large corpus. 
Furthermore, running the corpus through the application took several hours, 
while running the test suite took only 11 s. This made it possible to run the 
tests multiple times throughout a day’s work, quickly catching any bugs 
introduced by additions or modifications to the code.

6.10  CONCLUSION
Natural language processing or text mining is the processing of human lan-
guage by computers. It is made difficult by the ambiguity and variability 
that characterize human language. Biomedical language, whether in scien-
tific journal articles or in clinical documents, has special characteristics that 
add to the challenge of biomedical natural language processing. Biomedical 
text mining software must be tested to industry standards, whether it is a 
research prototype or a deployed application.
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ABSTRACT

Natural language processing and text mining (“BioNLP”) are branches of biomedical informatics that deal 
with processing prose, whether in journal articles or electronic medical records, for purposes, such as extract-
ing information, cohort retrieval, and other uses. They are made difficult by the rampant presence of ambiguity 
and variability in human-produced prose. In addition, biomedical text poses special challenges on a number of 
levels. Machine learning and rule-based approaches both have a long history in biomedical natural language 
processing, and hybrid systems are common. Much progress has been made in biomedical natural language 
processing and text mining in recent years, and the field is poised for explosive growth as new resources 
should become available in the near future. Many open opportunities for research remain.
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